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Preface

I was going to go to Belgium. At least that’s what I thought.

It was an hour before the end of a cloudy and humid workday in late August 2010 when
two men hastily entered the room P1.20 of the Faculty of Sciences at the VU University
Amsterdam. Already sitting alone in the room was a troubled young man, who was so
behind schedule in arranging the logistics of his next academic adventure that he was
trapped in his recurring thoughts: Got thirty days. . . Go back to Istanbul. . . Apply for
a Belgian visa. . . Find a place in Leuven. . . In thirty days. . . But as he lifted his head
towards the very recently used door and saw the big, brightening smiles on the faces
of his visitors, all his troubles vanished like shadows escaping the midday sun. In front
him were Jaap Heringa and Anton Feenstra, who were there to announce Jaap’s rather
unexpected victory of persuading the Dutch faculty for granting the young man a master’s
scholarship –he could start the classes in Amsterdam the next week.

I did not go to Belgium. Here is what happened.





Chapter 1

Introduction

The universal view melts things into a blur.

Emil Cioran

1.1 The arrival of metagenomics

The last decade has witnessed a wide range of unprecedented technological advances in
the field of DNA sequencing. In terms of their throughput and cost-effectiveness, the new
sequencing methods that are commonly used today are so drastically different from the
old, traditional Sanger sequencing, that the term next-generation sequencing (NGS) was
coined to distinguish the former from the latter. To put it in context, following its initiation
in 1990, it took 11 years and costed $3 billion public funding for the International Hu-
man Genome Sequencing Consortium (2001) to sequence a human genome using Sanger
sequencing. Using the NGS techniques of today, the same genome can be sequenced in
no more than 72 hours for approximately $1000 (Hayden, 2014).

The arrival of NGS methods has revolutionised biomedical sciences by granting re-
searchers access to vast volumes of genomic and transcriptomic data at low cost. Nowa-
days, an NGS experiment1 generates more than 10 billion sequencing reads; 150-letter
long sentences made of the nucleotide letters A, T, C and G, which describe the over-
all genetic makeup of the sample of interest. Such throughputs have made previously
non-addressable research questions addressable not only for researchers who work with
isolated, single-species genomes (e.g. of human, mouse, yeast), but also for those who
study more complex systems, such as diverse microbial communities that live in specific
environments. In fact, the massive sequencing throughput delivered by some NGS meth-
ods kick-started a new scientific field called metagenomics: the study of entire microbial
genomes obtained directly from environmental samples.

1Based on the Illumina HiSeq X sequencer, October 2016 chemistry.
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Metagenomics is a progressing field of research that is closely tied to molecular bi-
ology, genomics, computer science, statistics, microbiology, and ecology. Its sister field,
metatranscriptomics, focuses on the microbial genes that are active rather than those that
are merely present. The main goals in meta’omic studies are to characterise the diversity,
composition, and genomic functionality of microbial communities that live in an environ-
ment, such as soil, ocean water, or facilities of wine and cheese production. Metagenomics
not only helps us discover the extremely complex microbial world that surrounds us, but
also brings real-life applications that directly affect our quality of life. Thanks to metage-
nomics, we are now only a few steps away from harvesting the biodiversity in soil and
marine environments to produce novel pharmaceutical products (Lorenz and Eck, 2005),
and from engineering microbial communities for cleaning our wastewater (Speth et al.,
2016).

1.2 The walking bacteria

One of the major application areas of metagenomics is the study of microbes that live not
around us, but on and inside our bodies. Collectively called the human microbiome, these
communities of predominantly bacterial species inhabit almost every body site, including
our mouth, gut, skin and lungs. Until recently, the microbiome of a person was estimated
to outnumber their own body cells by about 10 to 1 (Savage, 1977; Gill et al., 2006),
leading to the use of the term “the walking bacterial colony” for humans (Wenner, 2007).
According to Sender et al. (2016), a more realistic ratio is 1.3 to 1, which is altered on
a daily basis to favour human cells by defecation events that excrete approximately one
third of the gut bacteria.

The most significant effort for characterising the human microbiome has been the Hu-
man Microbiome Project (HMP). Initiated in 2009 as a 5-year, $150 million project, the
HMP brought together 246 scientists who generated and analysed the microbial metage-
nomic data of 4 788 specimens, which were taken from 18 body sites of 242 healthy
individuals (Peterson et al., 2009). When the HMP scientists finalised their analyses,
the properties of the microbiome revealed by the project were remarkable; thousands of
different microbial species were identified, which collectively harboured about 8 million
unique protein-coding genes in their genomes (Human Microbiome Project Consortium,
2012a,b; MacDougall, 2012). This meant that, according to the current estimates, the
functional repertoire of our microbiome is 363 times larger than our own genome. The
conclusion of the HMP researchers was simple, yet staggering: genomes of the microbes
that live on and inside us contribute to our existence at least as much as our own genome.

“Perhaps the mammalian immune system which appears designed to control mi-
crobes is, in fact, controlled by the microbes themselves.”

Round and Mazmanian (2009)

Currently under investigation, some of the functions of the human microbiome
that are vital for us include developing and training our immune system (Belkaid and
Hand, 2014), converting otherwise indigestible molecules to those that our cells can
metabolise (Kau et al., 2011), and protecting us against colonisation of pathogenic or
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harmful species (Grice and Segre, 2011). Given the importance of such functions, it is
easy to imagine that quantitative and qualitative perturbations in the microbiome that
result in an imbalanced ecosystem may lead to disease.

1.3 The human microbiome in health and disease

The following question then arises: what is a balanced and healthy microbiome? The
answer to this question is multidimensionally complicated by several properties of the
microbiome and of diverse microbial communities in general. The first dimension is re-
lated to the composition of the microbiome in healthy individuals. Microbial communities
at a particular body site (e.g. gut) across a population of healthy individuals differ less
than those at different body sites (e.g. skin versus gut) of the same individual (Costello
et al., 2009). Still, the microbiome of a certain body site may show substantial variation
across healthy individuals due to differences in genetics, age, sex, ethnicity, diet and ge-
ographic location (Yatsunenko et al., 2012). This variation is a major factor that makes
the definition of a healthy microbiome non-trivial. At a second dimension, defining the
healthy microbiome becomes even less straightforward given that compositionally differ-
ent microbial communities across healthy individuals can show similarity in their func-
tional repertoire (Taxis et al., 2015), and yet the expression (activity) patterns of these
functions may be different (Franzosa et al., 2014).

We may not yet have well-defined lists of species and microbial functions that are
known to promote health; however, we do have a long list of diseases that have been
found to be microbiome-related. These include several autoimmune disorders, autism,
cardiovascular disease, obesity, diabetes, colorectal cancer, bacterial vaginosis, and oral
diseases (Lloyd-Price et al., 2016; Wade, 2013).

1.4 The two most common questions in metagenomics

To prevent and combat the conditions mentioned above, it is essential to understand what
separates the microbiome of a healthy person from that of a diseased individual. Defining
this separation boils down to using metagenomics for answering the two following ques-
tions in health and disease: “what species are there?” and “what are they doing?” (Xu
et al., 2014). The “who is there” question relates to studying the compositional differ-
ences in the microbiome of interest in healthy and diseased subjects. In the case of the
human oral microbiome, this would correspond to differences in the communities that
inhabit the oral cavities of people with good oral health, carious teeth and gum disease.
As illustrated in Figure 1.1, studies that focus on the “who is there” question often consist
of the following steps: i) sampling the microbiomes of healthy and diseased subjects, ii)
sequencing the taxonomically informative microbial genes, and iii) performing bioinfor-
matic analyses to determine the taxonomic origin of the sequencing reads. As a final step,
downstream statistical analyses are performed for identifying groups of species that occur
both in healthy and diseased individuals, and those that are enriched in either condition.

Metagenomic and microbiome research are relatively young; as of July 2016, the vast
majority of species that are found in the human microbiome do not have fully sequenced
and annotated genomes, meaning that their functions are uncharacterised (Lloyd-Price
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Figure 1.1: A typical experimental flow for identifying the differentially abundant species
in healthy and diseased subjects. Sampling is followed by sequencing, which is usually
performed on targeted, taxonomically informative genes such as the 16S rRNA gene.
Next, a microbial profile for each condition is constructed to be used in downstream
analyses, for instance to identify the species that are significantly more present in a given
condition.

et al., 2016). Without knowing the functional repertoire of these microbes, answering
only the “who is there” question often does not explain what mediates health and dis-
ease. The answer to the second question, “what are they doing?”, relates to studying the
functional capacity and activity of our microbiome. Here, the focus is on the microbial
functions (e.g. metabolic pathways) that are differentially abundant or active between
health- and disease-associated microbiomes.

In this thesis, we focus on the human oral microbiome for presenting our computa-
tional methods and findings regarding the two questions introduced above.

1.5 The human oral microbiome

The human mouth is one of the most complex ecosystems that exists in the human body.
This is partly because it contains several distinct habitats, including the saliva, teeth,
gums, tongue, inside of cheeks, and hard and soft palates. Each of these niches has unique
environmental characteristics that favour different types of microbial lifestyles (Dewhirst
et al., 2010). As for the overall oral microbial diversity, the Human Oral Microbiome
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Database (Chen et al., 2010) reports approximately 700 oral prokaryotes. Almost half of
these species (or strains) are unnamed, and as many as 32% are uncultivated organisms.

The two most common oral diseases, dental caries (tooth decay) and periodontal
(gum) disease, are directly associated with microbial and functional shifts from a healthy
oral microbiome (Li et al., 2014). Metagenomics and metatranscriptomics have been
extensively used to understand the relationship between oral species and these dis-
eases (Benítez-Páez et al., 2014; Liu et al., 2012), as well as to describe the healthy oral
microbiome (Zaura et al., 2009).

1.6 Determining the community composition

Before NGS and metagenomics, microbiome studies used to heavily rely on traditional
microbiology methods, such as isolation and culturing. Here, species of interest first had
to be individually separated from the environment (e.g. saliva), and then grown in the
laboratory before they could be Sanger-sequenced for taxonomic classification and ge-
nomic analyses. This approach strongly restricted the number organisms that could be
studied, since the overwhelming majority of microbes cannot be grown under laboratory
conditions (Cho and Blaser, 2012). In the case of metagenomics, NGS methods allow
bypassing these limitations and permit direct sequencing of an entire sample for studying
the taxonomic composition and biodiversity of the human microbiome.

The most commonly used method for estimating the bacterial composition of a micro-
biome sample is the targeted sequencing of a specific gene found in all bacterial genomes:
the 16S ribosomal RNA (rRNA) gene. As its name suggests, the 16S rRNA gene, or the
16S rDNA, encodes for the 16S rRNA, a macromolecule that is one of the main structural
components of the prokaryotic ribosome (Fig. 1.2A). Two properties of the 16S rRNA gene
make it very suitable for compositional studies: i) it is present in all bacterial genomes,
and ii) it consists of constant regions that are well-conserved across bacteria, as well as
hypervariable regions that show considerable sequence variation across different species
(Fig. 1.2B). The constant regions allow for targeted amplification of the gene for almost
all bacteria in a given sample, which then can be sequenced using NGS methods. The
variation in the resulting sequencing reads, which, except for the amplification and se-
quencing errors, are due to the hypervariable regions, are then used for differentiating
between the microbes (Case et al., 2007).

1.7 Towards better community composition estimates

Depending on the sequencing method, a typical 16S rDNA sequencing experiment may
produce millions of sequencing reads. In the case of 454 pyrosequencing, the first step
in the analysis of this data is the computational removal of amplification artefacts and
correction of sequencing errors, which can be called pre-processing. The next main step
is clustering, where reads with similar sequences, which are hypothesised to originate
from the same or similar species, are computationally grouped together. The size of each
cluster indicates the abundance of a certain organism.

Many different computational methods exist for pre-processing and clustering se-
quencing reads. The right choice and combination of these tools is key for optimising
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Figure 1.2: The 16S rDNA is the most commonly used marker gene for determining the
bacterial composition in environmental samples. (A) The 16S rRNA molecule, which
is transcribed from the 16S rDNA, takes part in the structure of bacterial ribosomes. As
illustrated, a bacterial genome may contain multiple 16S rDNA copies. (B) The 16S rDNA
consists of constant (grey) and variable (orange) regions. The constant regions are used
for gene amplification, whereas the variable regions are used to differentiate between
microbes.

computational pipelines for accurately estimating the microbial compositions of sam-
ples (Majaneva et al., 2015). In this regard, a benchmarking study is presented in Chapter
2, where a comprehensive selection of pre-processing and clustering algorithms was eval-
uated using simulated datasets of real-life complexity.

1.8 On the sequencing error and variant sequences

In computational research, one of the most reliable ways to evaluate the performance of
different problem solvers is to apply them on simulated datasets, which are essentially
problems that are generated in a controlled way. As noted above, to determine the best
combination of pre-processing and clustering methods, we generated compositionally rich
(realistic) 16S rDNA sequencing datasets using computer simulations, and then applied
the algorithms on these problems. For these simulated datasets to be representative of
their real-life counterparts, it is necessary to make sure that certain properties of the real
sequencing data are reflected in the simulations. One of the most relevant data properties
in this regard is the sequencing error rate (Huang et al., 2012).

To incorporate a realistic rate of sequencing error in our simulations, we analysed
sequencing reads from in vitro 16S rDNA datasets of a bacterial mock community. The
sequencing error rate derived from our analysis was unusually higher than the values
reported in other studies. In order to find the source of this discrepancy, we developed
a software that not only calculates the error rate, but also visualises where sequencing
errors occur along a set of reference sequences. As described in Chapter 3, using this tool
we discovered that the inflated error rate was caused by a number of (partly) incorrect
reference sequences used in our analysis. Additionally, we found that a number of closely
related sequences (variants) were missing in our reference dataset.
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1.9 Deregulated functions of the microbiome in disease

As previously noted, although targeted gene (e.g. 16S rDNA) sequencing experiments
provide an overview of the compositional differences between the health- and disease-
associated microbial communities, they are limited in extending our understanding of
the microbial molecular mechanisms that govern health and disease. These mechanisms
are better studied using functional approaches at the whole-genomic (metagenomics) and
transcriptomic (metatranscriptomics) levels (Manichanh et al., 2012).

Whole-genome metagenomics and metatranscriptomics differ from the targeted gene
sequencing in one key point: entire microbial genomes are sequenced instead of only the
taxonomically informative genes such as the 16S rDNA. In comparative clinical studies
that focus on whole genomes, the main goal is to identify a set of microbial genes, or gene
families2, that are enriched either in the healthy or diseased patient group (Abubucker
et al., 2012). Here, for each sample (e.g. patient), sequencing reads that potentially come
from the gene-coding regions in microbial genomes are mapped to genome databases.
Following mapping, the overall number of reads per function per phenotype is estimated,
which indicates the presence (metagenome) or activity (metatranscriptome) of a given
microbial function in each phenotype. Statistical methods are then used to determine
which microbial functions are significantly differentially abundant or active in the two
conditions.

One of the main bottlenecks in comparative meta’omic studies has been the interpre-
tation of findings (Liu and Pop, 2011), where the final output is commonly a long list3 of
microbial functions that are possibly involved in health or disease. When such findings
are not put in a biological and systematic perspective, it remains difficult to explore how
these microbial functions work together, and to identify a group of functions that can be
targeted in future studies, for instance for new treatments.

In Chapter 4, we present a computational framework, called metaModules, that
addresses the above-mentioned challenge. Based on comparative metatranscriptomic
data, our method not only identifies significantly differentially active microbial functions
in health and disease, but also incorporates these functions within a global microbial
metabolic network (Fig. 1.3). Next, it uses a graph search algorithm and identifies the
most significantly deregulated region (subnetwork) in this large network. By doing so, it
automatically brings out novel, potentially disease-related functional subnetworks, which
would otherwise only be spotted by laborious manual assessment of the results.

1.10 Experimental validation: Candida albicans biofilms

A major goal in bioinformatics research that involves the analysis of experimental datasets
is producing computational results that can be used to generate original hypotheses,
which can be then validated in the laboratory, leading to novel biological findings (Ki-
tano, 2002).

As noted above, metaModules identifies subnetworks of interacting microbial genes
that potentially mediate disease-associated mechanisms. The next logical step therefore

2Microbial gene families are groups of functionally identical or similar genes found in different species.
3Typically thousands of genes and hundreds of gene families.
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RNA degradation

Oxidative phosphorylation

Protein processing in ER

Major microbial
metabolic pathways

An orthologous microbial gene family
e.g. lactate dehydrogenase

healthy diseased

Figure 1.3: A global network of interacting microbial functions, where every rectangle
(node) represents a microbial gene family (function), and every connection (edge) rep-
resents an interaction between two given microbial functions. The colours blue and red
indicate the level of upregulation (i.e. increased activity) of a certain microbial function
in health and periodontal disease, respectively. Given this large network and a numeri-
cal value for each node that represents the significance of the differential expression of
that function, metaModules uses a graph search algorithm for identifying the most signif-
icantly differentially expressed microbial subnetwork.

is conducting follow-up experiments that can determine the added value of these compu-
tational findings. For instance, if metaModules identifies a region of genes in the sugar
metabolism to be more active in patients with tooth decay, follow-up experiments, where
the activity of such genes are disrupted in a controlled manner, can help validate the role
of these functions in tooth decay (Fig. 1.4).

Although in Chapter 4 we show that results obtained by using metaModules on tooth
decay and gum disease datasets are in line with the literature, we have not attempted
ourselves to experimentally validate these findings. Nevertheless, we were able to experi-
mentally validate metaModules on a relatively simpler case that involved a single microbe,
instead of hundreds.

The fungus Candida albicans is a member of the healthy human oral and gut micro-
biome (Huffnagle and Noverr, 2013). However, like many other members of the healthy
human microbiome, it can become an opportunistic pathogen under a wide range of con-
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Figure 1.4: One of the main goals of computational biology is generating results that can
be transformed into new hypotheses, which can then be assessed in follow-up experiments
and further analyses.

ditions (Eloe-Fadrosh and Rasko, 2013). In the case of delayed diagnosis and poor anti-
fungal treatment, C. albicans bloodstream infections can result in morbidity and mortality
rates up to 50% (Wisplinghoff et al., 2004).

Recently, it has been shown that C. albicans bloodstream infections are significantly
more likely to result in death in patients where the organism forms high levels of biofilm,
unlike in those where the biofilm formation is low (Rajendran et al., 2016). This finding
makes it important to identify the C. albicans genes that show differential activity in the
two patient groups. The disruption of functions important for high biofilm formation is
key for developing new diagnostics and antifungals to combat C. albicans infections.

In Chapter 5, we try to shed light on the differences in the gene activity of C. albicans
isolates collected from patients of high and low biofilm-forming infections. In short, we
applied a single-species flavour of metaModules on a comparative transcriptomic dataset
and identified a subnetwork of C. albicans genes that were significantly differentially
active. We predicted a central gene in this subnetwork to be important for high biofilm
formation, and inhibited its activity in additional isolates in the follow-up experiments.
As a consequence, while there was no difference in the behaviour of low biofilm formers,
we observed that high biofilm isolates formed low biofilms. Collectively, our study repre-
sents a successful application of the paradigm explained in Figure 1.4, and adds validated
knowledge to the literature of biofilm-related C. albicans infections.
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Towards better microbial composition
estimates
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Abstract

Motivation: 16S rDNA pyrosequencing is a powerful approach that requires extensive
usage of computational methods for delineating microbial compositions. Previously, it
was shown that outcomes of studies relying on this approach vastly depend on the choice
of pre-processing and clustering algorithms used. However, obtaining insights into the
effects and accuracy of these algorithms is challenging due to difficulties in generating
samples of known composition with high enough diversity. Here, we use in silico microbial
datasets to better understand how the experimental data are transformed into taxonomic
clusters by computational methods.
Results: We were able to qualitatively replicate the raw experimental pyrosequencing
data after rigorously adjusting existing simulation software. This allowed us to simulate
datasets of real-life complexity, which we used to assess the influence and performance of
two widely used pre-processing methods along with 11 clustering algorithms. We show
that the choice, order and mode of the pre-processing methods have a larger impact on
the accuracy of the clustering pipeline than the clustering methods themselves. Without
pre-processing, the difference between the performances of clustering methods is large.
Depending on the clustering algorithm, the most optimal analysis pipeline resulted in
significant underestimations of the expected number of clusters (minimum: 3.4%; max-
imum: 13.6%), allowing us to make quantitative estimations of the bacterial complexity
of real microbiome samples.
Availability: The simulated datasets are available via http://www.ibi.vu.nl/downloads.

2.1 Introduction

Rapidly improving next-generation sequencing technologies have rendered 16S rDNA am-
plicon sequencing a standard approach to explore the composition and dynamics of com-
plex microbial communities (Woo et al., 2008). The accurate identification of bacteria
and discovery of new species with this approach help describe, in unprecedented detail,
the hitherto unknown biodiversity in environments such as ocean water (Kirchman et al.,
2010) and soil (Roesch et al., 2007). On a broader scale, simultaneous sequencing of in-
ternal transcribed spacer regions, 16S and 18S rDNA amplicons has led to the successful
characterization of bacterial, archaeal and eukaryotic microorganisms (Kittelmann et al.,
2013; Somboonna et al., 2012). Within a clinical context, this technique provides novel
insights into the relationship between the health status of the host and associated micro-
biome, for example, the human gut (Le Chatelier et al., 2013) or oral cavity (Crielaard
et al., 2011).

A typical 16S rDNA-based profiling study involves PCR amplification of one or more
hypervariable regions (HVRs) of microbial 16S rRNA genes, followed by massively par-
allel sequencing. Because incomplete 16S rDNA databases limit reference-based taxo-
nomic classification (Sun et al., 2012), a common approach is to perform a taxonomy-
independent analysis (TIA), where the sequences (reads) are compared with each other
and are clustered into operational taxonomic units (OTUs; conventionally 97% similarity
for species-level clustering). The number and sizes of the resulting OTUs describe the
diversity in the sample.

http://www.ibi.vu.nl/downloads
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Among next-generation sequencing platforms that are suitable for amplicon sequenc-
ing, 454 pyrosequencing has possibly been the most popular technique due to its relatively
long reads and sufficient sampling depth (Siqueira et al., 2012; Tamaki et al., 2011). Nev-
ertheless, sample diversity and structure estimates based on this procedure are affected
by a number of factors, including the DNA extraction method (Sergeant et al., 2012),
choice of primers (Klindworth et al., 2013), copy number variation (Kembel et al., 2012),
presence of chimeric (Haas et al., 2011) or non-target sequences (Hartmann et al., 2010),
sequencing errors (Kunin et al., 2010), and OTU clustering (Huse et al., 2010). Among
these, detecting chimeric sequences (Edgar et al., 2011) and correcting sequencing er-
rors (Reeder and Knight, 2010; Quince et al., 2011) have perhaps been the most success-
fully addressed issues by computational means, resulting in a number of algorithms for
data pre-processing that incorporate these corrective steps. The removal of such artifacts
is key to avoiding accumulation of spurious records in databases (Hugenholtz and Hu-
ber, 2003). More importantly, recent studies stress the necessity of data pre-treatment
by pointing out that diversity estimates differ orders of magnitude depending on the pre-
processing procedure used (Bonder et al., 2012; Schloss and Westcott, 2011). However,
conclusive reports on how these methods work on a representative scale are limited due
to the absence of ground truth in complex environmental datasets.

Following pre-processing, accurate clustering of reads into OTUs facilitates the recov-
ery of the community composition in the sample. However, numerous clustering methods
used for TIA, such as single linkage or furthest linkage hierarchical clustering (Huse et al.,
2010), have been reported to yield considerably different results, and even small changes
in algorithm parameters within individual methods can lead to vast differences (White
et al., 2010). In addition, differences in clustering algorithms, such as different criteria
for the ordering of input sequences or the calculation of distance matrices, are likely to
yield different clustering outcomes.

The evaluation of the various data treatment and clustering methods and their use on
real datasets have hitherto been limited to in vitro mock studies, where sample diversities
are typically (at least) an order of magnitude less compared with those in real-life situa-
tions. Such limitations of in vitro studies have led to the development of simulation soft-
ware, such as MetaSim (Richter et al., 2008) and Grinder (Angly et al., 2012), which are
capable of generating complex sequence datasets. These packages, which do not produce
the 454-specific standard flowgram format, can be complemented by FlowSim (Balzer
et al., 2010) or 454Sim (Lysholm et al., 2011) to simulate flowgrams (the pyrosequenc-
ing output). Nevertheless, some aspects of 16S rDNA pyrosequencing are not amenable
to implementation in simulations or cannot be incorporated at all. These include PCR
efficiency, primer bias, 16S rDNA copy number variation and realistic read quality scores.

Here, using in silico datasets, we aimed to provide an independent assessment of the
accuracy and effects of computational techniques on delineating compositions of com-
plex microbial communities using 16S rDNA pyrosequencing. We analyzed two low-
complexity experimental datasets and derived data characteristics, which were then used
to simulate datasets that are likely to mimic real-life complexity. We applied two widely
used data pre-processing tools followed by 11 clustering algorithms on these datasets, and
evaluated the accuracy of the resulting clusters using the normalized mutual information
(NMI) score and the number of OTUs formed. The overall experimental design is shown
in Figure 2.1. We show that pre-processing methods have a larger impact on the results
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Figure 2.1: Flow diagram of the study design. Two in vitro datasets were analyzed and
the resulting statistics were used in simulations to replicate one of these datasets (gray),
as well as to generate datasets of real-life complexity (black). Different pre-processing
approaches and clustering algorithms were evaluated in a combinatorial way by calculat-
ing the NMI score and the number of clusters formed. The computational pipeline applies
to CORE1 and CORE2 datasets.

of the TIA pipeline than the clustering methods themselves. Without pre-processing, clus-
tering methods were found to yield considerably different outcomes. The workflow that
yielded the best agreement with the expected number of clusters resulted in significant
underestimations of the expected number of OTUs, depending on the clustering algo-
rithm used. We conclude with a discussion on how these new findings can be projected
to earlier studies that describe the microbial complexity in human saliva samples.
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2.2 Methods

2.2.1 In vitro datasets

We studied two GS-FLX Titanium datasets, hereafter referred to as Mock-I and Mock-
II, from a mock community of 15 oral bacteria. For both sequencing runs, the V5–V7
HVR of the 16S rDNA was amplified using the forward primer 785F (GGATTAGATACC-
CBRGTAGTC) and the reverse primer 1175R (ACGTCRTCCCCDCCTTCCTC) (Kraneveld
et al., 2012). The reference 16S rDNA sequences were downloaded from the SILVA SSU
16S rRNA database v111 (Quast et al., 2013). The presence of three different 16S rDNA
copies in the database for one of the 15 species led to the retrieval of 17 non-redundant
reference sequences.

2.2.2 Analysis of in vitro mock datasets

Quality filtering The reads were demultiplexed using QIIME v1.5.0 (Caporaso et al.,
2010) with the ‘truncate_remove’ option for reverse primer removal. Two mismatches
to both primers and zero mismatches to the barcode were allowed. No filtering was per-
formed based on quality scores, read length, homopolymer region length or the number of
ambiguous bases. The read length distribution was calculated by demultiplexing without
primer removal.

Chimera detection After quality filtering, the set of true chimeras was approximated
by identifying a set of high-confidence chimeras, as previously described by Schloss and
Westcott (2011), using the seq.error (hereafter referred to as SEQERR) routine in mothur
v1.25.0 (Schloss et al., 2009). The SEQERR method is applicable only to datasets where
the reference sequences from which the reads originated are known. We used USEARCH
UCHIME v6.1.544 (Edgar et al., 2011), an algorithm that is widely used for datasets of
unknown composition, to identify putative chimeras. The union set of chimeras detected
by the de novo and reference-based chimera detection modes of UCHIME was taken as the
final list of putative chimeras. Reads were first dereplicated (derep_fulllength), otherwise
default parameters were used. The reference database (primers removed) used for the
reference-based mode was produced by in silico amplification of the SILVA SSU 16S rRNA
database v111 using the 785F and 1175R primers (allowing for one mismatch). The
sensitivity and specificity of UCHIME chimera detection in in vitro sets were evaluated
based on the set of high-confidence chimeras identified by SEQERR.

Error analysis (in vitro reads) Error rates were calculated using the non-chimeric
reads only. To determine the reference sequences of these reads and their relative abun-
dance, chimeras detected by SEQERR were removed from the datasets and the remain-
ing reads (primers removed) were queried against the set of reference sequences using
BLASTN (Altschul et al., 1990, 1997) with a minimum similarity threshold of 80%. Reads
that were mapped to a reference with a unique top score were then globally aligned to
their parents using the needle program in EMBOSS v6.5.7 (Rice et al., 2000). Global
alignments were truncated to discard the end gaps. The error rate per base for insertions,
deletions, substitutions and ambiguous base calls was normalized by dividing the number
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of occurrences of each error type by the sum of truncated (pairwise) alignment lengths
of all reads. The overall error rate per base for mismatches was calculated as the sum of
error rate per base for each error type.

2.2.3 Simulations

First, the Mock-I-sim dataset was generated to replicate the in vitro Mock-I dataset as
closely as possible. After establishing the in silico reproducibility of the in vitro data prop-
erties, two groups of compositionally more complex datasets, collectively referred to as
CORE-sim, were simulated. Below, we first detail the methods shared by Mock-I-sim and
CORE-sim simulations and then describe these individually.

In silico dataset generation Grinder v0.5.3 (Angly et al., 2012) was used to simulate
the PCR amplification of full-length (V5–V7) non-chimeric amplicons based on a given
total read count and a relative abundance profile for the reference sequences. The per-
centage of non-erroneous reads in Mock-I after quality filtering, which was 66% of non-
chimeric reads, was approximated by merging two Grinder-produced datasets: a dataset
of amplicons with uniformly distributed substitution errors and another dataset with non-
erroneous amplicons (6.2 and 93.8% of Grinder reads, respectively). Further errors were
subsequently introduced by 454Sim as described below. Chimeras that constitute 14.5%
of all reads in the datasets, in the form of bimeras, trimeras and quadmeras, were gener-
ated using CHSIM (Edgar et al., 2011), based on a slightly modified n-mera state distribu-
tion (bi: 81%, tri: 18.7% and quad: 0.3%) reported in Quince et al. (2011). The relative
abundance of chimeras for each top-parent similarity interval between 89 and 99% was
modeled to have a linear increase from 0.05 to 0.15 (e.g. 5% of all chimeras were 89–
90% similar to their top-parents). The relative abundance of a given parent (reference)
sequence in the CHSIM input was assigned the same as that in the Grinder-generated am-
plicons. Next, Grinder and CHSIM reads were used as input for 454Sim v1.04 (Lysholm
et al., 2011) to generate the corresponding flowgrams, which included further insertion
and deletion errors. The 454Sim parameters that control the read lengths, homopolymer
model for positive flows, and degeneration of positive and negative flows, were manually
tuned to obtain a comparable length distribution and error rates to those of the Mock-I
dataset.

Mock-I-sim: simulation of 15-species mock dataset The reference sequences of
in vitro mock species and their relative abundances found in Mock-I were used in Grinder
to simulate 34 172 full-length and non-chimeric amplicons, of which 32047 (93.8%) did
not contain any errors, while the remainder contained 0.72% substitution errors on av-
erage. In accordance with the abundance of chimeric sequences detected by SEQERR
in Mock-I, 5786 chimeras were simulated using CHSIM. Finally, a FASTA file of 39 958
reads was processed with 454Sim to obtain flowgrams. To analyze the errors, reads were
quality-filtered/demultiplexed in QIIME by removing primers (‘truncate_remove’ option)
and true chimeras, known by their read labels, were discarded. The remaining non-
chimeric reads were aligned to the reference sequences from which they were generated
by the needle program, and error rates were calculated as described above for in vitro
datasets (Section 2.2.2). In addition, to investigate the influence of the pre-processing



2.2 Methods 27

order, the putative chimeras were identified by UCHIME (Section 2.2.2), without or with
denoising the reads using denoiser (Reeder and Knight, 2010). For both treatments, the
performance of UCHIME was calculated based on the set of simulated chimeras that re-
mained after quality filtering.

Complex mock dataset simulations (CORE-sim) CORE v2012-02-09 (Griffen et al.,
2011), an oral microbiome database of 1159 phylogenetically curated 16S rDNA se-
quences, was amplified in silico using TaxMan (Brandt et al., 2012) with the 785F and
1175R primers (no mismatches allowed). Sequences containing ambiguous bases or more
than one unique taxonomic lineage in their headers were discarded. The thus filtered
CORE database (CORE1) contained 672 amplicons from 447 taxonomic lineages (447
species; 139 genera). Next, we constructed a second database in which each taxonomic
lineage contained only one amplicon, and then used alignments constructed by the nee-
dle program (Rice et al., 2000) to remove all amplicons that had (based on the shorter
sequence) ≥97% similarity to any other sequence. This second database (CORE2) con-
tained 292 sequences from 292 taxonomic lineages (292 species; 126 genera). When
present, the subspecies part of a lineage label (starting with ‘subsp.’) was removed (for
CORE1 and CORE2).

Simulations For each database (CORE1 and CORE2), 50 compositionally different
datasets were generated. To obtain ∼200 OTUs for each dataset at a 97% similarity
threshold, 250 (CORE1) or 200 (CORE2) reference sequences were randomly drawn
from their respective databases. For each dataset, ∼40000 reads were simulated, as
for Mock-I-sim (see Section 2.2.2). However, in this case, the relative abundances of
the sequences were randomly assigned using a powerlaw distribution with parameter
0.4 (Grinder). Reads were quality filtered (QIIME) using the following options: reverse
primer removal: ‘truncate_only’; minimum sequence length: 150; ambiguous bases: 0;
maximum homopolymer run: 6 nt; one forward and two reverse primer mismatches; a
minimum quality score of 25; sliding window: 50; and zero barcode errors. Next, the
reads were pre-processed in five different ways: no cleaning (NC), denoised (D), chimera
checked (CC), denoised and chimera checked (DCC) and chimera checked and denoised
(CCD).

Clustering After each pre-processing approach, the remaining reads were clustered
at a 97% similarity threshold with 11 different clustering algorithms with their default
parameters: CD-HIT v3.1.1 (Li and Godzik, 2006), DNACLUST parallel release 2 (option:
-l) (Ghodsi et al., 2011), ESPRIT-Tree 64-bit v11152011 (Cai and Sun, 2011), UCLUST
v1.2.22q (Edgar, 2010), USEARCH v6.1.544 (Edgar, 2010), CLUSTOM v0.10 (Hwang
et al., 2013), TBC version January 31, 2011 (Lee et al., 2012), CROP v1.33 (options: -e
4400 -s -m 20 -z 400 -r 2 -b int[#uniq sequences/50+0.5]) (Hao et al., 2011), M-pick (-f
1) (Wang et al., 2013), swarm v1.2.2 (-d 11; https://github.com/torognes/swarm) and
CRUNCHCLUST v43 (-strict -min 0 -max 1000 -keep_n -diff 11 -d_hl -noendgaps) (Hart-
mann et al., 2012). USEARCH was also evaluated with options ‘maxaccepts’ and ‘maxre-
jects’ set to zero (referred to as USEARCH Optimal). Before clustering with USEARCH
and swarm, the reads were dereplicated, sorted by abundance and sequence length. In
the case of M-pick, the reads were dereplicated and randomly shuffled to avoid crashes
during clustering. To improve its memory usage, some code changes that do not in-

https://github.com/torognes/swarm
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fluence the clustering output were made in the M-pick package (see the patch file at
http://www.ibi.vu.nl/downloads).

To obtain ground truths for the clustering algorithms, non-erroneous datasets (50 for
CORE1 and 50 for CORE2) were generated, which contained only the complete V5–V7
reference sequences of non-chimeric reads (primers removed). These non-chimeric and
non-erroneous reads were clustered using each algorithm to obtain the ‘reference cluster-
ings’. For evaluating the clustering results of CORE2 simulations, the reference number of
OTUs for each algorithm was derived from its corresponding reference clustering, whereas
the number of expected OTUs (due to 97% filtering) was 200.

The clustering accuracy was evaluated by calculating the number of OTUs and the
NMI score (Bonder et al., 2012). The NMI score is penalized when sequences of the
same label are assigned to different clusters, as well as when sequences of different labels
are assigned to the same cluster (Cai and Sun, 2011). The NMI score was calculated at
both the species and genus level, where taxonomic lineage labels, which were used as
the ground truth, were taken from Grinder sequence headers for non-chimeric reads. For
chimeras, the lineage of the parent species with the highest similarity to the chimeric read
was taken from the CHSIM read headers.

2.3 Results

We first analyzed two in vitro datasets from a small mock community. Using simulation
packages, we then replicated this mock community in silico and compared the results with
the in vitro data. After verifying that the simulation parameters were set appropriately,
we simulated two groups of more complex datasets to uncover the effects and accuracy
of computational methods on a realistic scale (Fig. 2.1).

2.3.1 In vitro mock datasets

Error rate estimation To determine a set of primary data attributes required for simula-
tions, we analyzed two in vitro datasets derived from pyrosequencing 16S rDNA (V5–V7
HVR) from a mock community of 15 oral microbes. First, we determined the rate of
substitution, deletion and insertion errors. For pyrosequencing, one typically expects the
substitution rate to be much lower than insertion and deletion rates, as the main cause
of errors is over- and undercalls in homopolymer runs (Balzer et al., 2010). However,
error analysis of non-chimeric reads in both Mock-I and Mock-II datasets resulted in sus-
piciously high ratios of substitution errors to insertion and deletion errors. Moreover, the
rates of substitutions were 10-fold higher than the reported rates (Gilles et al., 2011).

The high substitution error rates were identified to be caused by (i) non-specific bind-
ing at degenerate primer positions and (ii) the absence of seven (unknown) variant se-
quences in the reference database, which contained single nucleotide mismatches at one
or two positions with respect to their original database references (Fig. 2.2). These vari-
ants were confirmed by Sanger sequencing of newly produced amplicons, starting from
genomic DNA. Consecutively, they were added to the initial reference database of 17
sequences. In addition, spurious reads were identified by clustering the denoised non-
chimeric reads using UCLUST. Eight spurious OTUs were detected in both datasets and

http://www.ibi.vu.nl/downloads
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Figure 2.2: Errors occurring along the Lactobacillus casei reference sequence. Mock-I
reads, which were mapped uniquely to the L. casei reference sequence by BLASTN, were
globally aligned to the reference amplicon. The high substitution peaks at the degenerate
positions on the forward and reverse primers reveal non-specific priming. The substitution
(G→A) peak at position 260 results from the abundant presence of a variant. The bottom
of the figure shows an example with the reference and a read sequence.

were considered contaminants on manual inspection, leading to the removal of their
members (45 reads in Mock-I and 36 reads in Mock-II).

The final error rates were calculated using the contaminant-free datasets with the
updated reference database. An overall error rate per base of 0.14% for Mock-I and
0.12% for Mock-II was found for the non-chimeric reads (Table 2.1). More than half the
reads in both datasets were entirely error-free (66% in Mock-I and 74% in Mock-II, see
Supplementary Fig. S1 for the error distribution).

Estimating the abundance of chimeras 16S rDNA pyrosequencing includes a PCR am-
plification step prior to sequencing, resulting in the formation of a significant number of
chimeras, which can be more than 45% of all reads (Haas et al., 2011). Any realistic com-
putational taxonomy analysis pipeline working with such datasets is required to address
this issue. To determine the abundance of chimeric sequences, SEQERR and UCHIME al-
gorithms were separately applied to Mock-I and Mock-II datasets. Using SEQERR, 14.5%
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(Mock-I) and 17.6% (Mock-II) of the raw reads were found to be chimeric (Table 2.1).
The performance of UCHIME was evaluated on the basis of these sets of high-confidence
chimeras detected by SEQERR. The sensitivity, precision and specificity of UCHIME in
both datasets were found to be ∼0.92, 0.98 and 1.00 (Supplementary Table S1).

2.3.2 In silico mock datasets

Mock-I-sim simulations Using the read length distribution, the abundance and forms
of chimeric sequences, and the rate of errors found in the in vitro Mock-I dataset, we
first replicated the Mock-I datasets in silico. Mock-I-sim, the resulting dataset, contained
39600 reads after quality filtering, of which 5761 were chimeras generated by CHSIM.
The length distribution of reads in Mock-I-sim and Mock-I were almost in complete agree-
ment (Supplementary Fig. S2). The overall error rate in reads when simulated chimeras
were discarded was the same as in non-chimeric Mock-I reads (0.14%, Table 2.1), and the
distribution of these errors over the dataset was found to be similar to Mock-I and Mock-
II (Supplementary Fig. S1). In addition, the overall error rate in reads after chimeras
identified by UCHIME were filtered out, as well as UCHIME’s performance in terms of
sensitivity (0.96) and specificity (1.00), was very similar to the values obtained for Mock-
I (Supplementary Table S1). We note that achieving such resemblance between Mock-I
and Mock-I-sim datasets was possible only after extensive re-parameterization of Grinder,
CHSIM and 454Sim packages and adjustments in several parts of the simulation pipeline.

To determine the effects of the order of the pre-processing steps, chimera checking
was performed separately on denoised and non-denoised datasets, using the de novo and
reference-based modes of UCHIME. The latter mode outperformed the first in terms of
sensitivity, an outcome that was more pronounced on non-denoised sequences (Table 2.2).
Taking the union set of chimeras detected by the two modes resulted in an improved
sensitivity in chimera detection and did not inflate the number of false-positive chimeras.

Datasets # reads # chimeras
Non-err.

reads (%)
Ins. Del. Subs. Ambg. Total

Mock-Iα 39 557 5729 66 0.059 0.041 0.043 0.0041 0.14
Mock-Iβ 39 557 5401 66 0.064 0.046 0.071 0.0041 0.18
Mock-IIα 37 932 6669 74 0.049 0.026 0.048 0.0022 0.12
Mock-IIβ 37 932 6277 73 0.051 0.028 0.077 0.0022 0.16
Mock-I-simα 39 600 5753 65 0.056 0.040 0.045 5.30e− 06 0.14
Mock-I-simβ 39 600 5535 65 0.059 0.042 0.058 5.60e− 06 0.16
Mock-I-simγ 39 600 5761 65 0.056 0.040 0.043 5.40e− 06 0.14

Table 2.1: Properties of the in vitro and in silico datasets. The number of raw reads
and chimeras identified by SEQERR and UCHIME after quality filtering (on primers and
barcode errors only), respectively, are shown (Mock-I, Mock-II and Mock-I-sim), along
with the number of chimeras generated by CHSIM (Mock-I-sim). The error rates per base
(%) after the removal of chimeras by different methods are listed. α, chimera removal
by SEQERR; β , chimera removal by UCHIME; γ, chimera removal based on CHSIM read
labels.

When the reads were denoised prior to chimera checking, the majority of chimeric
sequences with high similarity to their parents were altered by denoising. These reads
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Chimera checking mode
UCHIME’s sensitivity for different

top-parent similarity intervals
[89− 92)% [92− 95)% [95− 98)% [98− 99)%

De novo CC 0.64 0.63 0.69 0.61
Reference CC 0.93 0.98 0.95 0.69
Union CC 0.97 0.99 0.98 0.82
De novo DCC 1.00 0.98 0.32 0.01
Reference DCC 0.97 0.96 0.31 0.01
Union DCC 1.00 0.98 0.32 0.01

Table 2.2: The sensitivity of UCHIME in de novo mode and the reference-based mode, and
their union is shown for the Mock-I-sim dataset. A given percentage interval describes
the sequence similarity of chimeras in that group to their parents. CC, chimera checked;
DCC, denoised and chimera checked.

with altered sequences were not detected as chimeras by UCHIME, resulting in a >40%
decrease in UCHIME’s sensitivity with respect to the original read labels (Table 2.2, DCC
approach). However, these denoised chimeras did not inflate the diversity estimation, as
clustering the reads using UCLUST did not yield any unexpected OTUs. Indeed, chimeric
sequences with high parent similarity are likely to be denoised to a non-chimeric state.

CORE-sim simulations Having been able to replicate the in vitro Mock-I dataset in con-
siderable detail, we extended the simulations to generate datasets of more realistic di-
versity. To obtain two reference databases of different compositional properties, CORE1
and CORE2 were derived from the CORE oral microbiome database (see Section 2.2.3).
CORE1 contained amplicons that are >97% similar to each other, as well as different am-
plicons from the same taxonomic lineage. To probe the limitations of a database with such
properties, the CORE2 database was constructed, where the reference sequences were
<97% similar to each other and had unique taxonomic lineages. Using each database,
50 representative datasets of ∼40000 amplicons were simulated from randomly selected
reference sequences. To assess the taxonomy analysis pipeline, each dataset was pre-
processed in five different ways: no cleaning (NC), denoised (D), chimera checked (CC),
denoised and chimera checked (DCC) and chimera checked and denoised (CCD). The
resulting reads were clustered separately by 11 clustering algorithms at a 97% similarity
threshold. CRUNCHLUST and swarm do not use percentage similarity, but Levenshtein
distance. We set this parameter to 11 based on the average read length (368 nt) and 3%
divergence. The clusters were evaluated by calculating the NMI score and the number
of OTUs. For each simulated dataset, a non-erroneous dataset was created by discarding
chimeric reads and replacing the erroneous reads with the non-erroneous reference ampli-
con sequences from which they originated. These datasets were used to obtain reference
clusterings for each clustering algorithm. Additionally, we set the number of expected
OTUs to 200 for CORE2 simulations because the sequences in CORE2 are <97% similar
to each other.

The distinctive compositions of CORE1 and CORE2 databases are reflected in the clus-
tering results. In simulations performed using the CORE1 database, OTUs formed by
clustering the non-erroneous (reference) datasets resulted in species-level NMI scores be-



32 Towards better microbial composition estimates

species level

A B

0.75

0.80

0.85

0.90

0.95

1.00

N
M

I 
(s

p
e
c
ie

s
)

1 2 3 4 5 6 7 8 9
1
0

1
1

1
2

Reference NC D CC DCC CCD
0.75

0.80

0.85

0.90

0.95

1.00

N
M

I 
(s

p
e
c
ie

s
)

1 2 3 4 5 6 7 8 9
1
0

1
1

1
2

Reference NC D CC DCC CCD

genus level

C D

0.75

0.80

0.85

0.90

0.95

1.00

N
M

I 
(g

e
n
u
s
)

1 2 3 4 5 6 7 8 9
1
0

1
1

1
2

Reference NC D CC DCC CCD
0.75

0.80

0.85

0.90

0.95

1.00

N
M

I 
(g

e
n
u
s
)

1 2 3 4 5 6 7 8 9
1
0

1
1

1
2

Reference NC D CC DCC CCD

OTUs
E F

N
u

m
b

e
r 

o
f 

O
T

U
s

0

100

200

300

400

1200

1600

2000

2400

2800

3200

3600

4000

1 2 3 4 5 6 7 8 9
1

0
1

1
1

2

Reference NC D CC DCC CCD

N
u

m
b

e
r 

o
f 

O
T

U
s

0

100

200

300

400

500

600

1600

2000

2400

2800

3200

3600

4000

1 2 3 4 5 6 7 8 9
1

0
1

1
1

2

Reference NC D CC DCC CCD

Figure 2.3: Clustering results after each pre-processing approach. Species- and genus-
level NMI scores and the number of OTUs formed by each algorithm after each pre-
processing are shown for the 50 CORE1 (A, C, E) and 50 CORE2 (B, D, F) simulations. Ref-
erence, reference clustering of non-chimeric and non-erroneous reads; NC, no cleaning;
D, denoised; CC, chimera checked; DCC, denoised and chimera checked; CCD, chimera
checked and denoised. The order of the clustering algorithms in all pre-processing blocks
is as follows: (1) CD-HIT, (2) DNACLUST, (3) ESPRIT-Tree, (4) UCLUST, (5) USEARCH,
(6) USEARCH Optimal, (7) CLUSTOM, (8) TBC, (9) swarm, (10) CRUNCHCLUST, (11)
CROP and (12) M-pick.
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tween 0.93 and 0.97 (Fig. 2.3A). This outcome is expected when amplicons from different
taxonomic lineages that are ≥97% similar to each other cluster together. In contrast, the
average NMI score per clustering algorithm for non-erroneous datasets in CORE2 simu-
lations ranged between 0.98 and 1.00 (Fig. 2.3B), indicating that almost all reads were
correctly clustered when reads with different taxonomic labels were<97% similar to each
other. Likewise, for all CORE2 datasets, a given clustering algorithm produced more con-
sistent numbers of OTUs than in CORE1 datasets. The variance in the number of OTUs
formed by the clustering algorithms for the reference datasets also shows the difference
between these databases (Fig. 2.3E and F).

At species level (Fig. 2.3A B), clustering algorithms expectedly yielded higher NMI
scores when clustering the non-erroneous datasets than the pre-processed datasets. At
genus level, however, denoising followed by chimera checking (CCD), as well as chimera
checking followed by denoising (DCC) resulted in NMI scores higher than reference clus-
terings (Fig. 2.3C and D). This was found to be a consequence of denoising, where se-
quences of different species of the same genus, which were not assigned to the same
cluster at a 97% similarity threshold in reference clusterings, were clustered together in
the case of the DCC and CCD approaches. Correspondingly, the number of OTUs formed
by sequences of the same genus in the reference clusterings was higher than the number
of OTUs formed by the DCC and CCD approaches. This also explains why all clustering
algorithms (applied after DCC or CCD) underestimate the number of expected OTUs: de-
noising decreases the divergence of very similar sequences (Fig. 2.3E and F). When the
average number of OTUs for the 50 CORE2 simulations (per algorithm) after the CCD
pre-processing approach is considered, the largest diversity underestimation with respect
to the number of expected OTUs (200) was observed with CROP (13.6%), whereas DNA-
CLUST, USEARCH, USEARCH Optimal and swarm provided the smallest underestimation
(3.4%). When the same comparison is performed between the average number of OTUs
obtained in the reference clusterings and after the CCD approach, CLUSTOM yielded the
largest overestimation (4.2%), whereas CRUNCHCLUST resulted in the smallest underes-
timation (1.7%), suggesting that CRUNCHCLUST is rather robust against the remaining
noise. CROP resulted in a 2.9% overestimation of the number of OTUs obtained in the
reference clustering (173 versus 168 OTUs). The run times of the clustering algorithms
are given in Supplementary Table S2.

The NC approach resulted in the lowest NMI scores along with diversity overestima-
tions as high as 20-fold (Fig. 2.3E and F), confirming earlier clusterings (Bonder et al.,
2012). Chimera checking or denoising alone was insufficient to obtain accurate cluster-
ing. The removal of chimeras was the most important step because the clustering accuracy
deteriorated far more by the presence of low-parent similarity chimeras (D) than by the
occurrence of erroneous reads (CC). The low error rate in the NC sequences and suc-
cessful chimera removal by UCHIME gave rise to high NMI scores in the CC approach.
This is especially salient in CORE2 simulations, where achieving a good agreement with
ground truth labels is more likely because reference sequences in these simulations were
at least 3% distant from each other, making inaccurate clustering due to sequence errors
less probable.

The best agreement with the number of OTUs formed in reference clusterings was
obtained by the DCC and CCD approaches. Although hardly any difference was observed
in the number of OTUs formed between the two approaches, the clusters formed using
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the latter approach showed consistently higher NMI scores. This was due to a large por-
tion (∼10%) of undetected chimeras in the DCC approach: denoising not only converted
the chimeras into non-chimeric sequences but also resulted in disagreements between the
non-detected chimeras and their taxonomic labels. We observed the same denoising ef-
fect for undetected chimeras in the CCD approach; however, because their number was
substantially lower (∼10-fold), the NMI score was not affected.

The differences (NMI scores and number of OTUs) between the various clustering
algorithms became less pronounced when they were applied after denoising (D, DCC,
CCD). Four exceptions here were CLUSTOM, CRUNCHCLUST, CROP and M-pick, which
in both CORE1 and CORE2 simulations resulted in slightly lower species-level NMI scores
than other algorithms, whereas at genus level they achieved slightly higher NMI scores.
Along with these, the relatively small number of OTUs formed by CLUSTOM and CROP,
especially for NC datasets, is indicative of over-clustering, which in this case occurs when
sequences from two species of the same genus with <97% similarity are assigned to the
same cluster. In contrast, clustering by ESPRIT-Tree and TBC resulted in consistently
higher species- and genus-level NMI scores after NC and CC approaches, as well as good
estimations of the reference number of OTUs after the DCC and CCD approaches.

2.4 Discussion

Pre-processing and clustering are two major steps in the analysis of pyrosequenced 16S
rDNA amplicons, which have a dramatic influence on the accuracy of downstream efforts
such as diversity estimation. In this study, we aimed to improve our understanding of how
these methods transform the sequencing datasets into community profiles. To this end,
we analyzed data from two pyrosequencing runs that were performed for a 15-species
mock microbial community. Data properties derived from these analyses were adapted in
computer simulations to overcome the main shortcoming of in vitro studies, namely, the
absence of ground truth. Error rates, error distributions, read length distributions, and
percentage of chimeras are good examples of basic data features that can be incorporated
in silico. To the best of our knowledge, this is the first study where such characteristics of a
given pyrosequencing dataset are replicated with high precision in the raw experimental
output (flowgrams). This, for example, resulted in similar chimera detection sensitivity
for in vitro Mock-I and in silico Mock-I-sim data.

The sequencing error rate (0.14%) in our in vitro and simulated datasets is low com-
pared with other reported values, such as 1.07% (Gilles et al., 2011) or 0.61% (Schloss
and Westcott, 2011). This may appear to be limiting the resolution at which the per-
formance of different clustering algorithms can be compared for the pre-processing ap-
proaches that include denoising. Other than CLUSTOM and CROP, there was no promi-
nent difference between the outcomes of different algorithms in the DCC and CCD ap-
proaches, and they all yielded underestimations of the expected number of OTUs [min-
imum (min): 3.4% with CCD-swarm; maximum (max): 13.7% with DCC-CROP for
CORE2, averaged over all 50 simulations]. Highly erroneous CORE2 simulations with
a 6-fold higher error rate (0.86%) did not help differentiate between clustering methods
when denoising was applied either (results not shown). In this case, all methods exclud-
ing CLUSTOM, CRUNCHCLUST and CROP yielded a small (min: 0.7% DCC-TBC; max:
5.8% CCD-USEACH), but significant, overestimation of the expected number of OTUs
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(200) instead of an underestimation (M-pick could not be included due to its large mem-
ory requirement). These findings suggest that studies where accurate estimations of the
sample complexity is of crucial importance should include a thorough analysis to appro-
priately adjust the sequence/flowgram similarity thresholds used for denoising, preferably
with the guidance of an experimental mock dataset, to avoid over- or underestimations.
This is supported by an earlier study (Gaspar and Thomas, 2013), which thoroughly ex-
amined the spectrum of changes caused by a variety of pyrosequencing noise-removal
tools. The authors report that some of these changes were inconsistent with removing
noise and could potentially lead to undesired outcomes such as removing rare variants.
Similarly, Bakker et al. (2012) provide a discussion on the effects of subsampling and
error correction, where they observed the loss of rare OTUs as a denoising outcome. Be-
cause the datasets used in both studies are derived from environmental samples lacking
a ground truth, results presented here can be regarded as complementary with respect to
such earlier predictive conclusions.

Recently, Bonder et al. (2012) analyzed the diversity in human saliva samples using a
taxonomy-independent approach. After denoising, chimera checking and clustering with
ESPRIT-Tree, they reported 306 OTUs. In our 50 simulated datasets of closely related se-
quences (CORE1), DCC followed by ESPRIT-Tree clustering, on average, yielded a 6.0%
underestimation of the sample diversity (min: 1.3%; max: 12.1%). In 50 simulations of
more divergent sequences (CORE2), the same approach resulted in a 4.2% underestima-
tion on average (min: 1.0%; max: 7.0%). When our in silico findings are projected on the
results reported by Bonder et al. (2012), we predict the microbial diversity in this saliva
dataset to be slightly higher, namely, between 319 and 326 OTUs.

Although we did not observe major differences in the performance of different clus-
tering algorithms after the DCC and CCD approaches, the NC and CC approaches, as well
as the calculation of the NMI scores at different taxonomic levels, provide useful infor-
mation for the comparison of different clustering methods. An indication of accurate
clustering is a high NMI score at both the species and genus level for a given dataset. A
method that clusters sequences at similarity thresholds that are lower than a specified
value (e.g. 97%) will have a high NMI score at genus level, whereas the species-level
NMI score will be low. When the CORE-sim results are evaluated in this context, ESPRIT-
Tree and TBC are identified as the two best clustering algorithms of the 11 considered in
this study. They consistently achieved the highest NMI scores at both taxonomic levels in
pre-processing approaches that do not include denoising, while simultaneously providing
very close approximations after the DCC or CCD treatments to the reference number of
OTUs.

Here, we assessed different data pre-processing strategies in combination with sev-
eral clustering algorithms that are commonly used in taxonomy analysis. Based on our
as well as previous results (Bonder et al., 2012; Schloss and Westcott, 2011), we sug-
gest an analysis workflow, which (after quality filtering) starts with chimera removal. We
showed that the most accurate chimera detection is obtained when the union of chimeras
detected by UCHIME de novo and reference-based modes are taken, where the reference
database should be extensive, quality checked [e.g. SILVA (Quast et al., 2013) or Green-
genes (DeSantis et al., 2006)] and preferably trimmed to the HVR of interest (Brandt
et al., 2012). As the current UCHIME algorithm is remarkably fast, chimera checking
can be performed before denoising, resulting in 2-fold shorter denoising time due to the
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reduction in unique flowgrams after chimera removal. The resulting reads should be cor-
rected for sequencing errors, preferably with a denoising algorithm that is fine-tuned for
the error rate that is specific to the dataset. The chimera-checked and denoised reads can
be clustered with ESPRIT-Tree, TBC or a significantly faster clustering algorithm such as
USEARCH or swarm in the case of run-time constraints.
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Abstract

Massively parallel sequencing of microbial genetic markers (MGMs) is used to uncover
the species composition in a multitude of ecological niches. These sequencing runs often
contain a sample with known composition that can be used to evaluate the sequenc-
ing quality or to detect novel sequence variants. With NGS-eval, the reads from such
(mock) samples can be used to (i) explore the differences between the reads and their
references and to (ii) estimate the sequencing error rate. This tool maps these reads
to references and calculates as well as visualizes the different types of sequencing er-
rors. Clearly, sequencing errors can only be accurately calculated if the reference se-
quences are correct. However, even with known strains, it is not straightforward to select
the correct references from databases. We previously analysed a pyrosequencing dataset
from a mock sample to estimate sequencing error rates and detected sequence variants
in our mock community, allowing us to obtain an accurate error estimation. Here, we
demonstrate the variant detection and error analysis capability of NGS-eval with Illumina
MiSeq reads from the same mock community. While tailored towards the field of metage-
nomics, this server can be used for any type of MGM-based reads. NGS-eval is available
at http://www.ibi.vu.nl/programs/ngsevalwww/.

3.1 Introduction

Microbial genetic markers (MGMs) are genes or other DNA sequences that are widely used
in phylogenetic and taxonomic analyses, for instance, in species classification and profil-
ing of community structures in environmental sequencing (metagenomic) samples (Lud-
wig et al., 1998). The properties of MGMs that make them suitable for such analyses are
their universal presence across species as well as their highly informative and relatively
conserved sequence composition (Case et al., 2007). The most commonly used MGMs for
eukaryotes include the internal transcribed spacer region (Schoch et al., 2012) and the
18S ribosomal RNA (rRNA) gene (Moon-van der Staay et al., 2001), and for prokaryotes,
the spacer region between the 16S and 23S rRNA genes (Jensen et al., 1993), as well as
these genes themselves (Lane et al., 1985).

Although limited by laborious and costly molecular techniques, earlier studies relying
on the cloning and (partial) sequencing of MGMs have uncovered the previously unknown
biological diversity in various ecosystems (Schmidt et al., 1991; Wilson and Blitchington,
1996). Recently, next-generation sequencing (NGS) has become a standard method for
determining the community structure in environmental samples and other samples of mi-
crobial communities, for example, in seawater (Sogin et al., 2006) and soil (Fierer et al.,
2007). Moreover, the same technique initiated the characterization of the human micro-
biome in health (Human Microbiome Project Consortium, 2012b) and in disease (Turn-
baugh et al., 2009), making it possible to establish relations between microbiome and
host health status.

Environmental sequencing studies often include a “mock” community sample, which
is a low-diversity community with known composition. The sequencing data acquired
from the mock samples has been used to (i) determine the influence of experimental
noise on diversity estimates (Caporaso et al., 2011; Wu et al., 2010), (ii) standardize and
improve experimental protocols to ensure consistency between sequencing runs (Peterson

http://www.ibi.vu.nl/programs/ngsevalwww/
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et al., 2009), and (iii) evaluate the accuracy of data cleaning and taxonomic analysis
pipelines (Bonder et al., 2012; Haas et al., 2011; Quince et al., 2011; Reeder and Knight,
2010; Schloss et al., 2011). Furthermore, the mock samples can be used to determine the
overall quality of a sequencing run, as well as error rates, such as the insertion, deletion
and substitution rate (Gilles et al., 2011; Huse et al., 2007). The accurate estimations of
these errors predominantly depend on the use of correct reference sequences. This makes
it essential to detect sequence variants that are missing in the reference dataset, which
may otherwise lead to inflated errors (May et al., 2014). The identification of variants
in metagenomic samples by the use of genetic markers is also key to detect clinically
relevant novel bacterial strains (Clarridge, 2004) and taxonomic reconstruction (Honda
et al., 1999).

Numerous tools exist for the correction of errors in high throughput sequencing
data (Yang et al., 2013), including those specifically developed for MGMs (Huse et al.,
2010; Quince et al., 2011; Reeder and Knight, 2010). However, there are only a lim-
ited number of methods for error rate calculation. DRISEE is an error estimation tool
designed specifically for whole-genome shotgun metagenomics sequences and depends
on the presence of artificially duplicated reads, making it unsuitable for reads from
MGMs (Keegan et al., 2012). To our knowledge, the only computational tool currently
available for estimating sequencing error in reads from MGMs is the seq.error command
in mothur (Schloss et al., 2009). Here, the reads are aligned to a reference alignment
of marker genes (e.g. 16S rDNAs). Next, the leading and trailing bases in reads that do
not fall into an overlapping alignment region are considered artefacts and are trimmed
before error rate estimation. This may lead to undesired effects. Since no visualization
is provided, it is difficult to get insight into the error rates due to the likely presence of
novel variants.

There are existing methods for variant calling and single nucleotide polymorphism
discovery (Nijveen et al., 2013; Savage et al., 2005; Wei et al., 2011). However, these
tools mainly focus on determining the significance of rare variants in single-organism
studies using whole genome shotgun data. Here, our purpose is different; we are look-
ing for common variants in MGMs in microbial community samples that may affect error
rates. Note that rare variants typically do not influence the accuracy of error rates. NGS-
eval, presented here, facilitates the identification of common variants by visualizing the
frequency of errors on each reference sequence; this allows the user to compare such fre-
quencies to expected error rates and to determine whether they result from the presence
of a variant sequence.

We have developed NGS-eval, a user-friendly web server, for estimating different types
of sequencing errors in (mock) samples from MGM-based sequencing runs. The interac-
tive plots in our tool can be used to explore the differences between the reads and their
reference sequences to detect novel sequence variants. Using a mock community sample
sequenced on an Illumina MiSeq platform, we show that accurate error rate estimations
can only be achieved by the detection of such variants. While most suitable in the field of
environmental sequencing, the NGS-eval server can be used for any type of marker-based
sequencing output.
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3.2 Materials and methods

3.2.1 Data preparation

The reads should be processed to ensure that contaminants, that is, reads from species
not included in the sample, are removed. In addition, to estimate only the sequencing
error, experimental bias other than that of sequencing, such as chimeric sequences formed
during PCR amplification (Schloss et al., 2011), should be removed from the reads. A
number of data processing methods exist for this purpose (Caporaso et al., 2010; Edgar
et al., 2011; Schloss et al., 2009). A description is also available in the NGS-eval online
documentation. Please note that remaining contaminants can still inflate the estimated
error.

3.2.2 Web server

Input. The required inputs consist of two sets of nucleotide sequences; the NGS reads
(e.g. from Roche 454 or Illumina platforms, from a single sample), and the reference
sequences corresponding to the reads. The references should be in FASTA format, whereas
the reads can be uploaded in FASTA or FASTQ format, without or with compression (gzip
or zip).

Optional inputs include the (gene specific part of the) primer sequences used in the
amplification of the marker gene or sequence. To prevent non-specific priming in reads
from leading to inflated error estimates (cf. May et al. (2014)), the degenerate primer
bases in the reference sequences can optionally be expanded to the corresponding IUPAC
ambiguity characters. We also recommend using the processing option to trim (PCR) full-
length reference sequences to the region of interest, for instance, full-length 16S rDNA
sequences to the V4 hypervariable region. Likewise, in the case of paired-end sequencing,
where the forward or the reverse reads may not fully cover the region of interest, these
trimmed reference sequences can be further truncated to a length specified by the user
(sequences shorter than this length are not filtered out).

Processing. First, the reads are dereplicated: one read becomes the representative read
for each unique sequence and the IDs of all reads identical to it are stored. Next, the best-
matching reference for each representative read is determined using the ‘usearch_global’
command in USEARCH v.8.0 (Edgar, 2010). Subsequently, optimal alignments are cal-
culated by globally aligning each representative read to its reference sequence using the
Needleman-Wunsch alignment algorithm implemented in EMBOSS needleall v6.6.0 (Rice
et al., 2000). These alignments are parsed and sequencing errors, such as mismatches,
insertions and deletions, are calculated for each reference sequence and for the over-
all sample. Finally, javascript objects are produced, which are used to plot the interactive
graphs for each reference sequence in the user’s web browser (using jqPlot, an open source
project by Chris Leonello; http://www.jqplot.com/).

http://www.jqplot.com/
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3.3 Results and discussion

3.3.1 Overview

Next-generation sequencing (NGS) studies of microbial genetic markers (MGMs), for in-
stance, the 16S rRNA gene, often include a “mock” sample with a known species profile.
This sample can be used for a variety of tasks, ranging from the evaluation of sequenc-
ing quality to the optimization of computational pipelines that handle NGS datasets. The
NGS-eval server enables the analysis of the reads obtained from such microbial commu-
nity samples for two main purposes:

• Calculating the rates of different sequencing error types, such as insertions, dele-
tions and substitutions. The results can be used to evaluate the overall quality of a
sequencing run as well as to assess the influence of corrective tools, such as error
correction algorithms, on the resulting data.

• Detection of common sequence variants in the sample and correction of reference
sequences, which is essential for accurate error rate estimates. This functionality
can also be helpful for the identification of novel variants. The user can add such
variants to the set of reference sequences and the server can be rerun to obtain an
error rate that is more representative of sequencing error only.

3.3.2 Error analysis and variant detection

Previously, we analysed a pyrosequencing dataset, where the V5–V7 hypervariable region
of the 16S rRNA gene was sequenced for a mock community (May et al., 2014). Using
an initial reference dataset, the error rate calculated for substitutions was 10-fold higher
than the values reported in literature. Further analysis with an earlier NGS-eval version
led to the identification of seven novel sequence variants. The error rates were reduced
to expected values after including these variants as additional reference sequences.

Here, we analysed 251-bp long forward and reverse reads from a paired-end Illumina
MiSeq dataset, where the V4 hypervariable region was sequenced for the same mock
community, following a MiSeq 16S rDNA protocol (Kozich et al., 2013). Before mapping,
chimeras in the forward or reverse reads were removed using USEARCH v.8.0 (Edgar,
2010) by following the chimera removal procedure described in NGS-eval online docu-
mentation. NGS-eval was separately run for the forward and reverse reads. The high sub-
stitution peak in Figure 3.1A shows an example of a common variant from this dataset,
which was later confirmed with BLAST (NCBI BLAST against nr) to be present in se-
quences of the same strain, illustrating how error rates can be estimated more correctly
using our server (Fig. 3.1B-C). The overall error rate was calculated by summing the
number of mismatches in all alignments and dividing the result by the total length of the
alignments. A detailed description of this calculation is given in the online server doc-
umentation. The overall estimates for the error rates in the forward and reverse reads
were 0.62% and 1.7%, respectively. This difference is expected since the reverse reads
are generally of lower quality than the forward reads. Table 3.1 shows an overview of the
error statistics reported by NGS-eval. The overall combined error rate, 1.2%, was similar
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Figure 3.1: An example of interactive error plots for the (forward) reads obtained from
the V4 region of the16S rRNA gene of Fusobacterium nucleatum. (A) The reads were
mapped to a single F. nucleatum reference sequence. At position 60 in the read above, a
variant can be observed as a high substitution peak. Here, the server suggests a consensus
base with IUPAC code R (A or G). (B) The reference sequence for the variant was added
to the set of reference sequences and the reads were re-mapped to the new set, which led
to the removal of the substitution peak and a reduced error rate. (C) When zooming in
to the region between the positions 42 and 80, the complete absence of the substitution
peak at position 60 can be observed, as well as two sequencing errors. Note the change
in the number of mapped sequences (blue line) between (A) and (B), resulting from the
mapping of variant sequence reads to the new reference (not shown) sequence during
the re-mapping.

to the values obtained previously (0.8%) for the MiSeq platform (Quail et al., 2012). The
error rate reported for the same platform can be as low as 0.1% in the case of shotgun
reads and trimming low-quality tails (Jünemann et al., 2013; Loman et al., 2012).

3.3.3 Interactive visualisation and server output files

The interactive analysis and visualization of the frequencies and positions of the errors
in each reference resulted in the discovery of a sequence variant for one of the species
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Reference InF InR DelF DelR SubF SubR MisF MisR

S. oralis 0.03 0.02 0.03 0.02 1.2 1.6 1.3 1.7
S. mutans 0.004 0.05 0.005 0.02 0.45 1.9 0.46 2.0
P. gingivalis 0.009 0.08 0.01 0.05 0.56 2.6 0.58 2.7
P. nigrescens 0.007 0.04 0.02 0.03 0.21 1.8 0.23 1.9
All references 0.01 0.04 0.01 0.03 0.60 1.6 0.62 1.7

Table 3.1: Sequencing error statistics, such as the percentage of insertions, deletions and
mismatches, are reported for each reference sequence and for the sample as a whole. The
table shows the values for the chimera-free forward and reverse reads after separate cal-
culations by NGS-eval. In: insertions, Del: deletions, Sub: substitutions, Mis: mismatches
(= In+Del+ Sub), F : forward and R: reverse reads. All values are percentages.

(Fig. 3.1). This functionality is provided by plotting the error data (e.g. insertions, dele-
tions and substitutions) along the sequence coordinate of a selected reference. The data
series to be plotted can be selected as well as the error axis scale(s) (unscaled, relative,
or logarithmic). In addition, the reference sequence itself can be added to the plot, which
provides detailed insight into the bases at different positions on the zoomable sequence
axis. Furthermore, the data points in the plots are clickable: upon a click, the correspond-
ing position in the consensus sequence below the plot is highlighted. To support off-line
usage and more in-depth analysis by the user, the error reports, as well as the calculated
consensus sequences, can be downloaded. These reports include separate files for each
reference sequence separately and a report for the total error rates.

3.4 Conclusion

The NGS-eval server provides a user-friendly way to inspect NGS datasets obtained from
the sequencing of genetic markers in microbial communities. The error calculation func-
tionality enables the evaluation of the overall sequencing quality and can further be used
to assess the outcome of NGS data processing pipelines. The interactive plots in NGS-eval
quickly illustrate the read coordinates where the errors occur. High frequency of errors
at specific positions can be useful for detecting novel (common) sequence variants and
identifying the differences between the strains that are present in the sample and that are
used as reference sequences.
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Abstract

Motivation: The human microbiome plays a key role in health and disease. Thanks
to comparative metatranscriptomics, the cellular functions that are deregulated by the
microbiome in disease can now be computationally explored. Unlike gene-centric ap-
proaches, pathway-based methods provide a systemic view of such functions; however,
they typically consider each pathway in isolation and in its entirety. They can therefore
overlook the key differences that (i) span multiple pathways, (ii) contain bidirectionally
deregulated components, (iii) are confined to a pathway region. To capture these prop-
erties, computational methods that reach beyond the scope of predefined pathways are
needed.
Results: By integrating an existing module discovery algorithm into comparative meta-
transcriptomic analysis, we developed metaModules, a novel computational framework
for automated identification of the key functional differences between health- and disease-
associated communities. Using this framework, we recovered significantly deregu-
lated subnetworks that were indeed recognized to be involved in two well-studied,
microbiome-mediated oral diseases, such as butanoate production in periodontal disease
and metabolism of sugar alcohols in dental caries. More importantly, our results indicate
that our method can be used for hypothesis generation based on automated discovery of
novel, disease-related functional subnetworks, which would otherwise require extensive
and laborious manual assessment.
Availability: metaModules is available at https://bitbucket.org/alimay/metamodules/

4.1 Introduction

The human microbiome is a functional community that plays an important role in health
and disease (Human Microbiome Project Consortium, 2012b; Mitra et al., 2013; Morgan
et al., 2012). Disorders that have been previously linked to, for instance, the gut micro-
biome, include cardiovascular disease (Wang et al., 2011) and type 2 diabetes (Qin et al.,
2012). Because distinct populations of microbes from different patients can harbour re-
markably similar functional capabilities (Turnbaugh et al., 2009), the pathogeneses of
these diseases may not necessarily be related to specific microbial population shifts from
the health-associated microbiome. Phenotypic differences are therefore better explained
by changes in the regulation of cellular mechanisms, for instance in the form of under-
or overexpression of certain metabolic pathways or parts thereof. A prerequisite for this
is the ability to identify differentially expressed functional systems using computational
pipelines that can operate at the systems level. The availability of such pipelines is likely
to lead to increased discovery of preventive and therapeutic targets in microbiome-related
diseases.

Metagenomics and metatranscriptomics are two powerful approaches for studying,
respectively, the functional capability and activity of microorganisms in environmental
and clinical samples. The latter provides a more direct view into disease-associated factors
since microbial activity is often clinically more relevant than microbial genetic potential.
Supporting this are recent observations of many metagenomically abundant gene families
being consistently downregulated at the transcriptional level, for instance, in the human
gut microbiome (Franzosa et al., 2014).

https://bitbucket.org/alimay/metamodules/
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Comparative metatranscriptomics (meta-RNA-Seq) aims at identifying the functions
that are significantly differentially expressed by microbial communities under different
conditions. Because the number of active microbial genes can reach up to several mil-
lions, the functional profile of a sample is commonly constructed by mapping mRNA reads
first to genes, and then to higher-level functional units such as KEGG Orthology groups
(KOs, Kanehisa and Goto (2000)). KOs are organism-independent identifiers that group
together proteins of similar biochemical functions. As with genes, they can be used to per-
form differential expression analysis using packages such as edgeR (Robinson et al., 2010)
and DESeq2 (Love et al., 2014). Since interpreting results at KO level is not straightfor-
ward, this is typically followed by pathway or gene set enrichment analysis (Subramanian
et al., 2005) (as in Marchetti et al. (2012)). Another common approach is to use bioin-
formatics pipelines such as MEGAN (Huson et al., 2007) or HUMAnN (Abubucker et al.,
2012) to map KOs to predefined functional modules and pathways, such as those in the
KEGG and MetaCyc (Caspi et al., 2014) databases, and then to identify the deregulated
functional units (as in Franzosa et al. (2014)).

Pathway-based approaches provide invaluable insights into disease biology; however,
they have a number of shortcomings that are critical for the identification of functional
markers. First, they consider each predefined pathway individually and therefore ignore
the interactions between pathways that may be crucial for discovering causal biochemi-
cal mechanisms. Second, collapsing the expression levels of KOs into pathways or mod-
ules can have two undesired outcomes: non-differentially but highly expressed functions
within a pathway can obfuscate significant differences of other parts of the same path-
way. Moreover, pathways that contain up- and downregulated genes may be determined
as non-differentially expressed overall. Finally, significantly deregulated pathway regions
that are not covered by predefined module delineations cannot be identified.

Methods that address the above limitations of pathway-based methods have been pre-
viously reported. By combining protein-protein interaction networks with gene expres-
sion data, Ideker et al. (2002) introduced the concept of identifying connected subsets
of regulatory genes that are responsible for changes in expression under different con-
ditions. This concept has since been extended to other settings, including networks of
enzymatic (Patil and Nielsen, 2005) and regulatory elements (Oliveira et al., 2008). The
central idea in these methods can be summarized in three main steps: (i) constructing a
mathematical network (graph) that captures the core molecular interactions in biological
pathways, (ii) assigning numerical scores that reflect biological activity (or response) to
the components (edges/nodes) in the network and finally (iii) performing a search on the
network to identify the highly scoring subnetworks that delineate the biological hotspots
from the rest of the network [for a review, see Mitra et al. (2013)].

The current work introduces metaModules; a novel approach that focuses on compar-
ative metatranscriptomic datasets for identifying metabolic subnetworks of significantly
deregulated orthologous gene groups. An earlier work in this direction is MetaPath (Liu
and Pop, 2011), a method for finding differentially abundant enzymatic subnetworks in
metagenomic datasets. The biological questions addressed by our method and MetaPath
are fundamentally different: whereas MetaPath is specifically designed to find subnet-
works of reactions that are either enriched or depleted as a whole in a given experimental
condition, metaModules focuses on finding connected subsets of significantly deregulated
ortholog gene groups. Note that the subnetworks discovered by MetaPath do not have
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to be composed of significantly differentially abundant or expressed elements. Instead,
the statistical significance of these subnetworks is evaluated using a bootstrapping strat-
egy. On the other hand, as it is designed with a metatranscriptomic focus, our approach
uses statistics that are tailored to the properties of RNA-Seq data. Following the work
by Dittrich et al. (2008), our method specifically searches for connected subnetworks that
predominantly contain significantly differentially expressed KOs, which can be either up-
or downregulated in different experimental conditions. Finally, the exact search algo-
rithm used by metaModules, Heinz (Dittrich et al., 2008), guarantees to find the optimal
maximum-scoring subnetwork within the input network.

We applied metaModules to previously published metatranscriptomic datasets of two
well-studied, oral microbiome-related diseases: periodontal disease and dental caries.
Periodontal (gum) disease originates from an unbalanced host-microbiome interaction
that leads to an enhanced host inflammatory response. If left untreated, it causes the de-
struction of tooth-supporting structures and may eventually result in tooth loss (Pihlstrom
et al., 2005). Dental caries (tooth decay) is one of the most common chronic diseases,
where the main cause is a net overproduction of acids during microbial carbohydrate fer-
mentation in the oral cavity, leading to the demineralization of dental hard tissues (Sel-
witz et al., 2007). Using metaModules, we recovered significantly deregulated connected
subnetworks of functions that are important in a number of mechanisms previously asso-
ciated with these diseases, such as the production of metabolites that inhibit human cell
growth in periodontal disease. Our results indicate that using high throughput data, our
methodology can be used to generate new hypotheses automatically by uncovering novel
disease-related metabolic mechanisms in microbial communities. Although we demon-
strated it on microbiome-related disease datasets in this study, metaModules can be used
for datasets from any type of comparative metatranscriptomic studies.

4.2 Methods

4.2.1 Metatranscriptomic data

We applied metaModules to metatranscriptomic datasets from recently published studies
of periodontal disease (Jorth et al., 2014) and dental caries (Peterson et al., 2014). The
periodontal disease (PD) dataset consisted of patient-matched healthy (n = 3) and dis-
eased (n = 3) microbiome samples, each prepared by pooling subgingival plaque from
three healthy or diseased teeth. The dental caries (DC) dataset comprised of supragingi-
val plaque samples collected from all dental surfaces of 36 individuals who had either a
caries-positive (n= 19) or a caries-negative (n= 17) oral health profile.

4.2.2 Preprocessing and mapping of reads

All methods within our pipeline mentioned below were used with default parameters
except where noted. Sickle v1.210 (available at https://github.com/najoshi/sickle) was
used to trim the 50-bp (PD) and 100-bp (DC) single-end reads using an average quality
score of 15 over a sliding window of 10% of the read length. Trimmed sequences shorter
than 30-bp (PD) or 60-bp (DC) and those that contained more than 10% ambiguous bases
were discarded. Next, human mRNA reads were filtered by Best Match Tagger v1.1.0

https://github.com/najoshi/sickle
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(available at ftp://ftp.ncbi.nih.gov/pub/agarwala/bmtagger) using the NCBI database of
human mRNA transcripts predicted by NCBI Gnomon. Subsequently, SortMeRNA v1.99-
beta (Kopylova et al., 2012) was used to filter the non-coding RNAs in the remaining
reads. As a second step for removing non-coding RNAs, the reads were aligned using
USEARCH (v7.0.1090, -usearch_local, Edgar (2010)) to a combination of sequences from
the GtRNAdb tRNA database (Chan and Lowe, 2009) and the SSURef_NR99 and LSURef
sequences (release 115) from the SILVA database (Quast et al., 2013). An E-value cutoff
of 1.0 and an identity threshold of 0.5 were used for the mapping, and mapped reads with
bit-scores >54 were removed as recommended by Leimena et al. (2013). The remaining
reads were aligned to a custom KEGG database (Kanehisa and Goto, 2000) of 3002 391
proteins from 2 965 organisms. Each protein in the database was a member of at least
one of the 8940 KEGG Orthology groups (KO). Each KO was further categorized under
one or more of the 369 KEGG pathway maps. The nucleotide-to-protein search, where
the top 10 hits were kept for the query reads, was performed using the ublast command
in USEARCH v7.0.1090 with an E-value threshold of 1000 for the PD and of 10 for the
DC dataset. For the PD dataset, a high E-value threshold was required for mapping a
sufficient number of short reads (30- to 50-bp) in each sample; however, to minimize the
ambiguity of matches in this case, a read coverage of 0.8 and an identity level of 0.7 were
used as additional alignment cutoffs.

4.2.3 Differential expression analysis

After the reads were mapped to KEGG proteins, gene counts were estimated using a
‘best-hit’ approach by counting the number of times a gene was mapped to a read as
the best-matching target. In the case of tied hits with the same E-value, the count for
each top-scoring gene was incremented. Note that, given the statistical framework used
for differential expression analysis is suitable, more sophisticated methods such as HU-
MAnN (Abubucker et al., 2012), which take into account the alignment quality and gene
length differences, can be used to estimate the counts.

Differential expression analysis at gene level was performed using the R package DE-
Seq2 v1.6.1 (Love et al., 2014). A multi-factor model was used for the paired samples in
the PD dataset, while for the DC dataset an unpaired analysis was performed by using the
default processing and analysis steps described in the DESeq2 package vignette.

KO counts were estimated by summing the counts of all genes belonging to a given
KO. Differential expression analysis at KO level was performed as described for genes.
The KOs with very low mean of normalized counts were discarded by the independent
filtering option in DESeq2. While this filtering is optional in RNA-Seq analyses that use
the raw (and not the adjusted) P-values in their pipeline, its use is recommended in
metatranscriptomic datasets where sparse counts may well lead to inaccurate results (Luo
et al., 2013).

4.2.4 Networks

We considered two KOs functionally interacting if there was a KEGG relation defined
between them in a given KEGG pathway map (e.g. acting on the same compound in
two successive reactions, or sharing a direct signaling relationship). We combined these

ftp://ftp.ncbi.nih.gov/pub/agarwala/bmtagger
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interactions in a single network, removed self-loops and duplicated edges, and obtained
a global network of 6642 nodes (KOs) and 35405 undirected edges (interactions) with a
large connected component (5547 nodes and 34348 edges). The global networks for the
PD and DC datasets were obtained by taking the intersection of KOs in the global KEGG
network and those retained in the two datasets, and then removing the non-interacting,
isolated nodes in the resulting networks, i.e. the nodes from which there is no path to
another node in the network.

4.2.5 Identification of maximum-scoring subnetworks

Given metatranscriptomic data from healthy and diseased individuals and an interaction
network of KOs, our goal is to identify functional subnetworks of significantly deregulated
KOs in microbial communities. The subnetwork identification in metaModules is based
on the work by Dittrich et al. (2008). Here, each node in the network is assigned a nega-
tive or a positive weight reflecting the statistical significance of its differential expression
(P-value), followed by the application of a search algorithm (Heinz) that identifies the
optimal maximum-scoring connected subnetworks (MSS) in the network.

As described by Pounds and Morris (2003), a P-value distribution of differential ex-
pression data can be regarded as a mixture of two distributions that model a signal and
a noise component: P-values obtained from the background noise alone will follow a
uniform distribution. On the other hand, the signal component, which arises from true
differences in expression, follows a Beta(a, 1) distribution. To derive node weights from
P-values, we first fitted a beta-uniform mixture model to the distribution of P-values as
described in Beisser et al. (2010). Next, the mixture (λ) and shape (a) parameters of this
model, the list of P-values and a false-discovery rate (FDR) were given as input to the
Heinz package to derive the node (KO) weights. The adjusted node score (weight) S of a
P-value x is given by:

S(x) = (a− 1)(log(x)− log(τ(FDR,λ, a))) (4.1)

where τ(FDR,λ, a) is the significance threshold corresponding to the specified FDR
and the fitted values of λ and a, as described in Pounds and Morris (2003). The KOs with
P-values lower than this threshold are regarded as part of the signal and are assigned
positive weights, while KOs with higher P-values are assumed to constitute the noise and
are given negative weights. Note that the directionality of deregulation does not play a
role in the calculation of the weights. In other words, the resulting MSSs do not have to
be dominantly up- or downregulated in a certain phenotype. However, if needed, a one-
sided test can be used in the differential expression analysis step to specifically search for
subnetworks that are up- or downregulated as a whole.

After the annotation of the KO network with weights, Heinz was used to identify the
MSS in each dataset. The networks were visualized using the eXamine plugin (Dinkla
et al., 2014) in Cytoscape (Shannon et al., 2003).

4.2.6 Contribution of species to deregulated KOs

We determined the change in the contribution of individual organisms to the identified
subnetworks in health and disease (Supplementary Fig. S1). Performing differential ex-
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pression analysis at both gene and KO level allowed us to obtain the mean expression
levels of genes and KOs in the healthy and diseased patient groups. Note that the genes
in our approach were annotated not only with KOs but also with species using KEGG.
Therefore, we were able to determine the contribution of a species in terms of its gene
expression to the KOs in the MSSs in different phenotypes. In our approach, each species
s consists of a set of active genes Gs = {gs,1, gs,2, . . .}. Similarly, each KO i in an MSS
contains one or more genes from a number of organisms Gi = {gi,1, gi,2, . . .}. The log fold
change in the expression of KO i for species s was then determined by:

FCs,i = log2

�

∑

g∈Gi∩Gs
gd

∑

g∈Gi∩Gs
gh

�

(4.2)

where gd and gh are the mean expression values of gene g across diseased and healthy
patient groups, respectively. Subsequently, for each dataset, we identified the 10 species
that showed the largest up- and downregulation in disease across all KOs in the MSSs.

4.2.7 Comparison with other methods

We compared our method with MetaPath (Liu and Pop, 2011), the only method currently
available for identifying differentially abundant MSSs in metagenomic datasets. We ran
MetaPath with default parameters to identify MSSs in the DC dataset (the PD dataset was
omitted since MetaPath is not applicable to paired samples). Among the significant MSSs
reported by the algorithm for the health- and disease-associated phenotypes, we consid-
ered only the top-scoring MSS for each phenotype. These enzymatic reaction subnetworks
were mapped back to a subnetwork of KOs, where the KO interactions were determined
using the global reaction network and the reaction-to-KO mapping file provided with the
MetaPath.

The topology of the global reaction network used by MetaPath differs from the global
KO network used in metaModules. To enable a consistent comparison, we transformed
MetaPath’s directed network of reactions into an undirected network of KOs. We ran
metaModules using an FDR = 0.15 on this network to obtain an MSS of similar size to
the top-scoring MSSs obtained by MetaPath.

4.3 Results and discussion

4.3.1 Processing and mapping of reads

In total, we processed nearly two billion metatranscriptomic reads from a periodontal
disease (PD, Jorth et al. (2014)) and a dental caries (DC, Peterson et al. (2014)) dataset.
Both sets consisted of microbiome RNA samples taken from healthy and diseased condi-
tions. The reads were processed through three filtering steps: (i) quality control, (ii) host
mRNA filtering and (iii) removal of non-coding RNAs. In the PD dataset, 53% of the reads
were removed after the quality control due to the large number of very short reads (15-
bp) that mainly comprised two of the three healthy samples (Table 4.1). The percentage
of non-coding RNAs in the remaining reads was remarkably low (12%). On the contrary,
the vast majority of reads (93%) in the DC dataset passed the quality control; however,
almost 85% of the reads were discarded after the removal of non-coding RNAs, indicating
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Figure 4.1: The P-value distribution of KO fold changes (primary axis) was used to cal-
culate the node (KO) weights (the secondary axis) in the networks. (A) The periodontal
disease and (B) dental caries dataset. The red line shown for the caries dataset denotes the
significance (P-value) threshold that separates KOs with positive and negative weights.
Note that the black lines display the KO weights and not the BUM model fits to the distri-
butions.

substantial non-coding RNA contamination in the samples. Both of the datasets contained
similarly low levels of host mRNA contamination (<2%). Both datasets had similar levels
of reads mapped to KEGG genes (<6%). The low percentage of mapped reads is possibly
due to the fact that our database contained only the genes that were characterized in
KEGG pathway maps. Gene and KO counts were estimated as described in Section 4.2.3.

Dataset Samples (#) Raw reads After
QC (%)

After host mRNA
removal (%)

After t/rRNA
removal (%)

Mapped (%) Genes (#) KOs (#)

PD 6 773 306101 46.6 44.8 33.1 4.5 2195 939 8882
Disease 3 453 478643 58.3 55.8 41.7 6.7 2134 243 8872
Healthy 3 319 827458 30.1 29.1 21.0 1.4 708 089 8290
DC 36 1194 558482 93.2 92.7 15.3 5.8 1386 937 8527
Disease 19 643 025297 93.8 93.5 14.4 5.6 1073 778 8232
Healthy 17 551 533185 92.4 91.8 16.3 6.1 1079 242 8249

Table 4.1: Processing and mapping of reads for the two datasets. PD, periodontal disease;
DC, dental caries. The percentages are calculated with respect to the number of raw reads.

4.3.2 From the significance of deregulation to networks

Our goal was to identify significantly differentially expressed maximum-scoring connected
subnetworks (MSS) in a global network of interacting KOs. To find such subnetworks,
each node (KO) in the global network was assigned a weight that reflected the statis-
tical significance of its deregulation. These weights were calculated using the P-value
distribution of KO fold changes obtained by differential expression analysis.

The subsequent filtering of KOs with low base mean expression across all samples
reduced their numbers in the PD and DC datasets from 8 882 and 8527 to 7 105 and
5081, respectively. The numbers of KOs up- and downregulated (P<1) in disease in
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the PD dataset were, respectively, 3870 and 3 235 (Supplementary Fig. S2A). In the DC
dataset, 2 671 KOs were up- and 2410 were downregulated in disease (Supplementary
Fig. S2B).

To transform the P-values into weights, we fitted a beta-uniform mixture (BUM) model
to the distribution of P-values. The maximum-likelihood values of the mixture (λ) and
shape (a) parameters of the BUM models were, respectively, 0.50 and 0.31 for the PD,
and 0.48 and 0.54 for the DC dataset.

For each dataset, the parameters of the BUM model, the list of P-values and a false-
discovery rate (FDR) were given as input to the Heinz package (Dittrich et al., 2008),
where KO weights were calculated following Equation 4.1. Heinz uses the FDR to cal-
culate a significance (P-value) threshold according to which KOs with lower and higher
P-values are assigned positive and negative weights, respectively (Fig. 4.1, secondary
axis). In the PD dataset, we used a strict FDR= 0.0007 that corresponded to a very low
significance threshold P = 10−5 and constrained the number of positively scoring KOs,
which in return limited the size of the resulting MSS, to an interpretable scale (approx-
imately 40 KOs). For allowing a similar number of nodes to be positively scored in the
more noisy DC dataset, we used a larger FDR= 0.11 that corresponded to a significance
threshold P = 0.003 (Fig 4.1B, red line). Both Figure 4.1A and B clearly show the signal
(the Beta distribution at low P-values) as well as the noise component (the uniform dis-
tribution at higher P-values) in the datasets. For these FDR values, 134 nodes in the PD
network (1.9%) and 152 nodes in the DC network (3%) were assigned positive weights,
while the remaining nodes attained negative weights.

4.3.3 Significantly deregulated connected subnetworks

To obtain a global pathway map that covers the inter-pathway connections, we integrated
all KEGG pathways into a global KO network of 6 642 nodes (KOs) and 35405 edges (KO
interactions, Section 4.2.4). By taking the overlap between the global network and the
KOs identified in the PD and DC datasets, we derived a global disease-specific network
for each dataset, each covering more than 53% of the KOs in the global network. Fur-
thermore, each disease network included a large connected component that contained at
least 77% of the nodes in the network as a whole.

Having the nodes of these global disease network annotated with weights from the
previous step, we used the Heinz algorithm (Dittrich et al., 2008) and identified the con-
nected MSS on each network.

Periodontal disease The maximum-scoring subnetwork identified in the periodontal
disease dataset consisted predominantly of KOs that were upregulated in disease (32
up- versus 7 downregulated in disease, Supplementary Table S1), suggesting that key
mechanisms involved in disease are mostly due to overexpression of certain functions
by the microbiome rather than the lessening of those found in health. The KOs in the
subnetwork were members of 48 KEGG pathways in total (a single KO can be a member
of multiple pathways). Nonetheless, all KOs upregulated in disease could be covered
by the shown regions of six KEGG pathways (Fig. 4.2A). Among these, parts of the lysine
degradation and butanoate, pyruvate, and sulfur metabolisms included in the subnetwork
were almost entirely composed of KOs upregulated in disease.
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Figure 4.2: The maximum-scoring subnetworks identified in (A) the periodontal disease
and (B) dental caries datasets, where node colours denote the KO fold changes. For (C)
the periodontal disease and (D) dental caries datasets, species that showed the greatest
up- and downregulation in the expression of these functions in disease are shown. In all
panels, red and blue, respectively, denote up- and downregulation in disease. Grey in (C)
and (D) denotes the absence of KO expression in both health and disease. The coloured
dots underneath the KOs in (C) and (D) correspond to the pathway colours as indicated
in (A) and (B). The lists of KO descriptions and full species names can be found in the
Supplementary Tables S1-S3.

A vast part of the periodontal disease subnetwork that was upregulated in disease
covered the biochemical reactions that lead to the production of butanoate, the conjugate
base of butyric acid, by two different mechanisms. The first mechanism appears to start
with the 2-step breakdown of pyruvate to acetoacetyl-CoA in the pyruvate metabolism,
where acetoacetyl-CoA is fed into the butanoate metabolism (Supplementary Fig. S3).
In the butanoate metabolism, four KOs in the subnetwork covered the enzymatic steps
necessary for the conversion of acetoacetyl-CoA to butanoate (Supplementary Fig. S4).
The second mechanism was the lysine degradation pathway, where other KOs in the
subnetwork (all upregulated in disease) fully covered the 6-step conversion of lysine to
butanoate (Supplementary Fig. S5). The involvement of butanoate in periodontal dis-
ease has been known as an inhibiting agent for human cell growth (Chang et al., 2013;



4.3 Results and discussion 55

Levine, 1985; Singer and Buckner, 1981). Additionally, the subnetwork KOs in the sulfur
metabolism covered two of the three metabolic steps for the reduction of sulfate to sul-
fide. The role of sulfate-reducing bacteria in periodontitis has been previously reported as
the production of cytotoxic levels of sulfide that lead to cellular destruction (Langendijk
et al., 1999, 2000). Other pathways that were mainly upregulated in disease included
arginine, proline, glycine, serine and threonine metabolism.

Our results regarding disease-associated butanoate production largely overlap with
the findings reported in the original study of the PD dataset (Jorth et al., 2014), where
the authors describe the involvement of lysine degradation in butanoate production. As
an addition to their findings, we report the apparent interplay between the pyruvate and
butanoate degradation pathways as a secondary mechanism for butanoate production, as
well as the involvement of sulfide as a potential virulence factor in periodontal disease.

Dental caries In contrast to periodontal disease, the maximum-scoring subnetwork
identified in the dental caries dataset was mostly downregulated in disease (18 down-
versus 13 upregulated KOs in disease, Supplementary Table S2). The health-associated
KOs were mainly constituents of the pathways associated with amino acid biosynthesis
and pyrimidine, purine and pyruvate metabolism (Fig. 4.2B). In the pyruvate metabolism,
they covered the metabolic path for the breakdown of oxaloacetate to acetaldehyde. In
contrast, oxaloacetate is converted to another substance, phosphoenolpyruvate, by the
only KO in the pyruvate metabolism that was upregulated in disease (K01596), suggest-
ing a different role for the compound in disease. The second pathway downregulated
in disease was the biosynthesis of amino acids. Together with the upregulation of these
pathways in health, we attribute the health-associated expression of KOs in the purine
and pyrimidine metabolism to bacterial growth and proliferation. This argument might
be supported by the fact that, by using a slightly higher false-discovery rate, the dental
caries subnetwork could have been extended to include six other KOs (all upregulated
in health) from the glycerophospholipid metabolism, the main products of which are the
components of bacterial cell membranes required for growth. Earlier studies show that
the metabolic activity of caries-promoting bacteria results in low pH conditions that dras-
tically affect the survival of other oral species (Bradshaw et al., 1989; Harper and Loesche,
1984). On the other hand, in healthy state, mutual interactions are necessary to obtain
energy and maintain growth, for instance for the catabolism of salivary glycoproteins (De-
jong and Vanderhoeven, 1987).

The disease-associated parts of the caries subnetwork included 9 KOs from the path-
ways of phosphotransferase system and fructose and mannose metabolism (Fig. 4.2B).
Perhaps functionally the most interesting of these KOs are the sugar phosphotransferases
involved in the beta-glucoside metabolism (K02755, K02756 and K02757). The impor-
tance of beta-glucoside metabolism for cariogenic oral bacteria has been put forward
by studies showing the inhibitory effect of mutations in the beta-glucoside metabolism
genes on biofilm formation, a vital process for the colonization of these bacteria on tooth
surfaces (Kiliç et al., 2004). A secondary set of disease-associated KOs in the caries
subnetwork that might be functionally interesting are from the fructose and mannose
metabolism. Four of these KOs convert sorbitol to fructose 6-phosphate. Unlike many
other oral species, the well-known cariogenic bacteria Streptococcus mutans can metab-
olize sorbitol and mannitol as a carbon source (Ajdic et al., 2002). In contrast, the only



56 Differentially active microbial functions in health and disease

KO downregulated in disease (K00844) in the same pathway converts fructose to fructose
6-phosphate. Within fructose metabolism, this suggests that while in health fructose is
the main carbon source, in dental caries sorbitol might be used as an additional source of
carbon.

We note that the DC dataset in its original study (Peterson et al., 2014) was not used to
perform a differential expression analysis, but rather an overall gene expression analysis
of the healthy and diseased samples as a whole. Therefore, to our knowledge, these are
the first results obtained from a metatranscriptomic dataset that aim at elucidating the
role of functional metabolic modules that are involved in dental caries.

Significant subnetworks To assess the likelihood of obtaining the MSSs identified in the
PD and DC datasets due to chance, we used a resampling procedure. We randomly shuf-
fled the KO weights in the global disease networks, calculated the MSSs in the networks
with shuffled weights, and determined the cumulative weight of the identified subnet-
works (n = 500). In the PD dataset, none of the 500 shuffled networks resulted in an
MSS that outscored the periodontal disease subnetwork. For the DC dataset, only 36 out
of 500 MSSs attained cumulative scores that were higher than that of the caries subnet-
work. We attribute these 36 random networks to the lower signal content and the higher
FDR used in the dental caries dataset. The comparison between the cumulative weights
of original subnetworks and those that resulted from resampling strongly indicates that
the results reported above are not originating from random effects (Supplementary Fig.
S6).

4.3.4 Contribution of different species to subnetworks

Previous studies of microbiome-related diseases have demonstrated that the metabolic
functions associated with disease or health may be performed by particular taxonomic
groups within a microbial community (Belda-Ferre et al., 2012; Man et al., 2011). To
determine whether this applies to the functional disease subnetworks we identified in
this study, we determined the lists of 10 species that showed the greatest overall increase
or decline in disease in the expressions of functions that were found in the subnetworks
(Section 4.2.6).

Periodontal disease The KOs in the butanoate metabolism were upregulated by almost
all of the top 10 species that showed the largest increase in the expression of periodon-
tal disease subnetwork KOs in disease, including the well-known periodontal pathogens
Porphyromonas gingivalis and Fusobacterium nucleatum (Fig. 4.2C). Previously, only the F.
nucleatum species was proposed to be responsible for butanoate production (Jorth et al.,
2014). Our analysis suggests otherwise; a wider range of organisms seems responsible
for the production of butanoate. Note that our reference metagenome database included
genes from all species in KEGG, while Jorth et al. (2014) used genomes of 60 oral species
to construct their reference database, which may explain why we were able to find a wider
range of species.

Although expressing all other KOs in the butanoate metabolism, P. gingivalis and
Odoribacter splanchnicus surprisingly did not express one of the key KOs in the same
pathway (K00626, EC 2.3.1.9 in Supplementary Fig. S4). This suggests that in these
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bacteria, this function is covered by enzymes from other pathways, or that its product
(acetoacetyl-CoA) is acquired from the environment.

Dental caries The 10 species that showed the greatest upregulation of the KOs in the
dental caries subnetwork in disease included Streptococcus mutans and Lactobacillus casei,
which frequently are associated with dental caries (Fig. 4.2D). Interestingly, in addition
to the well-known cariogenic species, we observe, as in the periodontal disease dataset,
a wider range of species with a similar pathogenic expression profile in the maximum-
scoring subnetwork.

A contradictory finding in this section is that Streptococcus, Clostridium and Lactobacil-
lus species appear to show an increased expression of adenosine deaminase (K01488) in
purine metabolism in the disease state. One of the products of this enzyme is ammonia,
the production of which increases the pH in the oral cavity and therefore is generally
described as an inhibitory factor on caries development (Burne et al., 2012; Koopman
et al., 2015). This result is even more intriguing, considering that the species showing
the greatest overall upregulation of the KOs in the caries module in health did not show
increase in the expression of adenosine deaminase.

4.3.5 Comparsion with other methods

As there is currently no other method for identifying subnetworks of significantly dereg-
ulated KOs in metatranscriptomics datasets, we compared our approach with MetaPath,
a method that is developed for solving a similar but fundamentally different biological
problem. Unlike metaModules, MetaPath aims to find subnetworks of enzymatic reac-
tions that are enriched or depleted as a whole in a given experimental condition.

Since the global metabolic networks natively used by the two methods are different,
for consistency, we applied both methods on the MetaPath network (see Section 4.2.7 for
details).

The comparison of their results immediately makes it clear that the two methods ad-
dress distinct biological questions: whereas MetaPath finds subnetworks of fully up- or
downregulated KOs, metaModules finds a subnetwork in which the vast majority of KOs
is significantly deregulated (Supplementary Figs S7 and S9).

The overlap of 7 KOs between the subnetworks calculated by metaModules and MetaP-
ath are parts of the two disease-associated pathways described in Section 4.3.3: fructose
and mannose metabolism and phosphotransferase system (Supplementary Figs S7 and
S8). This finding is in line with the above conclusions; both of these pathways were
mostly significantly deregulated in a certain phenotype (caries-positive) and therefore
were parts of the solution spaces of both methods.

In conclusion, these results suggest that the two methods are complementary as they
address different questions.

4.3.6 Metabolic pathways in microbial communities

Since microbial communities can communicate and interact by exchanging metabo-
lites (Rath and Dorrestein, 2012), metabolic pathways and in particular KOs are well-
suited to study the gene expression levels in full microbial communities and changes
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thereof in disease-associated communities. The suitability of our approach within this
framework is highlighted by the recovery of essential up- and downregulated subnetworks
by the analysis of high throughput metatranscriptomic datasets. Within our datasets, we
do indeed seem to find hints of species relying on other species within the community,
e.g. as a source for metabolites. This means that high throughput sequencing experiments
will in fact be one of the most common ways to study such species, as culturing such organ-
isms in the laboratory will be understandably difficult (Ling et al., 2015). Therefore, the
computational methodology developed here to study these mechanisms in their natural
communities will be important to understand the full mechanisms of microbiome-related
diseases.

4.4 Conclusion

We developed a new methodology for comparative metatranscriptomics that facilitates
the automated identification of metabolic hotspots that are significantly deregulated in
disease, and recovered disease-associated functions in two oral microbiome-mediated dis-
orders. The diseases examined in this work, periodontal disease and dental caries, have
been extensively investigated using a wide range of experimental methods in previous
studies. Being able to automatically recover large parts of the known disease biology
using single high throughput transcriptomic datasets from full microbial communities is
an important step forward for the discovery of currently unknown factors in microbiome-
mediated diseases.
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Abstract

Candida albicans biofilm formation is an important virulence factor in the pathogenesis of
disease, a characteristic which has been shown to be heterogeneous in clinical isolates. Us-
ing an unbiased computational approach we investigated the central metabolic pathways
driving biofilm heterogeneity. Transcripts from high (HBF) and low (LBF) biofilm forming
isolates were analysed by RNA sequencing, with 6312 genes identified to be expressed in
these two phenotypes. With a dedicated computational approach, we identified and val-
idated a significantly differentially expressed subnetwork of genes associated with these
biofilm phenotypes. Our analysis revealed several amino acid metabolisms, including
arginine, proline, aspartate and glutamate metabolism, were predominantly upregulated
in the HBF phenotype. On the contrary, purine, starch and sucrose metabolisms were gen-
erally upregulated in the LBF phenotype. The aspartate aminotransferase gene AAT1 was
found to be a common member of these amino acid pathways and was significantly up-
regulated in the HBF phenotype. Pharmacological inhibition of the AAT enzyme activity
significantly reduced biofilm formation in a dose-dependent manner. Collectively, these
findings provide evidence that biofilm phenotype is associated with differential regulation
of metabolic pathways. Understanding and targeting such pathways, such as amino acid
metabolism, is potentially useful for developing diagnostics and new antifungals to treat
biofilm-based infections.

5.1 Introduction

Candida bloodstream infections (CBSI) are the third most frequent infection in intensive
care units and are associated with unacceptable rates of morbidity and mortality (up to
50%) (Pfaller and Diekema, 2007; Wisplinghoff et al., 2004), as well as high healthcare
costs (Eggimann et al., 2015; Yousif et al., 2015; Ziegler et al., 2015). The presence of
indwelling devices, such as central venous catheters, profoundly impacts these associated
problems. Moreover, poor patient prognosis is impacted by delayed diagnostics and lim-
ited antifungal options (Kollef et al., 2012). The recalcitrant nature of biofilms reduces
the effectiveness of antifungal regimens, thereby complicating the clinical management
of CBSI (Ramage et al., 2012). Candida albicans is the most prevalent and pathogenic
of the Candida species involved in CBSI, which is typified by its capacity to form robust
biofilms. Therefore, identifying the molecular mechanisms that contribute to C. albicans
biofilm formation and developing new strategies to prevent CBSI is vital for minimising
mortality rates and healthcare costs.

C. albicans is an opportunistic pathogen that frequently uses the biofilm lifestyle as a
mode of protection against the host immune system and chemotherapeutic intervention.
C. albicans capacity for physiological adaptation permits nutrient assimilation and growth
in a variety of host environments (Brown et al., 2014). A key component of C. albicans
adaptation is filamentous growth, which is stimulated by a variety of environmental and
physiological factors, including the carbohydrate source, amino acid starvation, hypoxia,
elevated levels of CO2, pH and temperature (Brown et al., 2014; Sudbery, 2011; Tripathi
et al., 2002). Metabolic adaptation to such conditions, as well as antifungal agents and
stress conditions, promote C. albicans pathogenicity, which includes yeast-hypha mor-
phogenesis, phenotypic switching, adhesins, invasins, and secreted hydrolases (Brown
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et al., 2014), factors all important to the biofilm phenotype (Nobile and Johnson, 2015).
In fact, these biofilm-related processes are driven by six key transcriptional regulators
as part of a complex transcriptional circuitry (Nobile et al., 2012). While this level of
global control is understood, an understanding of how these relate to central metabolic
processes is limited. Although several anabolic and catabolic pathways, such as those
involved in carbon and amino acid metabolisms, have been shown to play a pivotal role
in C. albicans pathogenicity, the key pathways associated with biofilm formation remain
unclear (Garcia-Sanchez et al., 2004; Lindsay et al., 2014).

It has recently been shown that biofilm forming ability of candidaemia isolates, and
the choice of antifungal drug used for treatment, is significantly associated with patient
mortality (Tumbarello et al., 2012, 2007). Subsequent studies by our group identified
that the biofilm phenotype is heterogeneous, and stratification of clinical isolates as ei-
ther high- or low- biofilm formers (HBF and LBF) has been shown to be a good predictor
of clinical outcomes, where the HBF were shown to significantly correlate with mortality,
unlike LBF (Rajendran et al., 2016). While significant and elegant efforts have been made
to unravel the mechanisms of biofilm formation (Nobile et al., 2012), these have been lim-
ited to laboratory strains, which have limited resemblance to the biological heterogeneity
exhibited by clinical isolates (Rajendran et al., 2016; Tumbarello et al., 2012). Therefore,
there is solid rationale to use clinically derived strains for studies that can explain why
certain clinical C. albicans biofilms grow to be much more pathogenic (HBF) than others
(LBF).

In this study, we evaluated the hypothesis that metabolic adaptation plays an im-
portant role in C. albicans biofilm heterogeneity, where differential expression of certain
C. albicans genes or pathways is the primary factor that separates the LBF from the HBF.
To do so, we performed a comparative RNA sequencing (RNA-Seq) analysis on samples
derived from the bloodstream isolates of candidaemia patients, which were previously
identified to be HBF or LBF. To put our results from the differential expression analysis
into a biologically-interpretable and metabolic context, we first created a global network
of interacting C. albicans genes by combining all C. albicans pathway maps in the KEGG
database (Kanehisa and Goto, 2000). In this global network, in order to highlight the
region that shows the strongest differential expression, we used a bioinformatics work-
flow that identifies the subnetwork of the most significantly differentially expressed genes
between the LBF and HBF. This network-based approach has been shown to recover rel-
evant biological pathways that were significantly deregulated in single-species as well as
multi-microbial communities (Dittrich et al., 2008; May et al., 2016).

To validate our computational findings experimentally, we selected four genes from
the identified subnetwork, and performed real-time quantitative PCR (qPCR) experi-
ments. Using qPCR, the increase or the decrease in the expression of these four genes
in the HBF was confirmed using a different set of clinical isolates. Furthermore, we per-
formed an inhibition experiment using the AAT1 gene, a central node in the subnetwork
involved in several amino acid pathways, to evaluate the effect of its inhibition on biofilm
formation and C. albicans survival. Overall, this study addresses a major gap in our un-
derstanding of the metabolic pathways and their role in clinically important C. albicans
biofilm entity. Elucidating this essential element of pathogenesis provides invaluable in-
formation to identify metabolic biomarkers for early biofilm diagnostics and paves the
way for the development of personalised therapeutic strategies.
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5.2 Results

5.2.1 RNA-Seq analysis

In order to identify the differentially expressed genes between the C. albicans LBF and HBF,
we performed a comparative RNA-Seq analysis on pre-characterised clinical isolates (Ra-
jendran et al., 2016). Sequencing the transcriptome of these six samples (each isolate
in triplicate) resulted in nearly 141 million raw RNA-Seq reads (Table 5.1). Following
quality control and filtering reads from non-coding RNAs, a high percentage of raw reads
was mapped to the C. albicans genome (87.4% and 95% of LBF and HBF reads, respec-
tively). The percentage of reads that were mapped to the regions of the genome annotated
with KEGG genes (Kanehisa and Goto, 2000), was also high in both LBF (66%) and HBF
(74%), indicating that the coding genome regions were mostly covered with the genes in
our database. Out of 7281 genes, 6 312 were found to be expressed in both conditions,
among which 1 007 and 783 were significantly upregulated (P < 0.05) with a minimum
2-fold change in the LBF and HBF, respectively (Fig. 5.1).

# Raw reads
% reads
after QC

% coding
RNA

% mapped
to genome

% mapped
to genes

All samples 6 140 631025 99.32 97.80 91.40 70.34
LBF 3 68 484992 98.75 96.14 87.40 66.21
HBF 3 72 146033 99.86 99.38 95.20 74.26

Table 5.1: The vast majority of reads in both low (LBF) and high biofilm formers (HBF)
passed the quality control. A large portion was mapped to the KEGG genes that were used
to annotate the C. albicans genome. Percentages are relative to the number of raw reads.

5.2.2 An overview of differentially expressed functions

To obtain an overview of functional differences, we categorised the genes that showed a
minimum 2-fold upregulation (P < 0.05) in their expression in the LBF (1007) and HBF
(783) into Gene Ontology processes (Harris et al., 2004) (Supp. Fig. 1). These functional
categories included a range of processes including filamentous growth, biofilm formation,
cellular transport, response to stress, and pathogenesis.

In both the LBF and HBF, the biofilm formation process represented only 4% of the
number of significantly upregulated genes (Supp. Fig. 1). However, when certain genes in
this functional category were investigated, those associated with a yeast state were found
to be upregulated in the LBF (YWP1, fold change = 388; NRG1, fc = 13), whereas the
HBF had hyphal specific gene expression increased (HWP1, fc = −64; HYR1, fc = −14;
and ALS3, fc = −7). These expression patterns are consistent with the yeast and hyphal
phenotypes presented in LBF and HBF, respectively. Similar to the biofilm formation pro-
cess, there was no difference in the percentage of upregulated genes associated with cell
adhesion and hyphal growth in the LBF and HBF, which in total accounted for only 4% of
upregulated genes in each group.

The three functional groups that contained the greatest number of significantly up-
regulated genes were transport, response to chemicals, and response to stress, which
accounted for 52% (LBF) and 48% (HBF) of the total number of genes analysed for this
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Figure 5.1: Differential expression of C. albicans genes in the low (LBF) and high biofilm
formers (HBF) groups. Log fold changes are plotted against the log mean expression of
6312 C. albicans genes. The blue and red dots denote the genes that were upregulated
by a minimum 2-fold change in expression (P < 0.05) in the LBF (1007) and HBF (783)
respectively.

section (1790). In the LBF, the greatest change in expression, namely 21%, was found in
genes related to stress response (Supp. Fig. 1). Genes associated with cellular transport
were the mostly upregulated ones in the HBF, accounting for 20% of genes (Supp. Fig. 1).
A common limitation of differential gene expression analyses is the human bias for inves-
tigating the genes related to preconceived hypotheses and those reported in the existing
literature. An expected finding was the higher expression of HWP1 in the HBF, as this
is a hyphal-specific gene known to be involved in biofilm formation (Nobile et al., 2006;
Staab et al., 2013). Reciprocally, the yeast wall protein (YWP1) was significantly upreg-
ulated in the LBF isolates. Cells lacking this are more adhesive and can form thicker
biofilms (Granger, 2012). Moreover, we identified ECE1 to be significantly upregulated
(64-fold) in the HBF, which codes for the novel candidalysin peptide toxin that has re-
cently been reported to induce epithelial cell damage (Moyes et al., 2016). SAP8 was
also upregulated in the HBF phenotype, which is a protease previously identified to be
highly expressed in mature biofilms of denture stomatitis patients (Ramage et al., 2012).
Additionally, a glucose transporter gene, HGT9, was also upregulated in the HBF, and
from studies we know that glucose has a direct effect on C. albicans adhesion and biofilm
formation (Santana et al., 2013). Therefore, the upregulation of HGT9 expression found
in this study may be due to the increased utilisation of carbon sources in HFB isolates.
Despite these potential genes of interest, we identified a large number of other genes
(n = 1790) that were differentially expressed between the LBF and HBF, which is in line
with other RNA-Seq studies looking at differentially expressed genes in C. albicans plank-
tonic cells compared to those grown in a biofilm (n= 1599) (Nobile et al., 2012). While
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we can manually try and make sense of the biological data one gene at a time, our ability
to decipher what the global impact of all the changes mean in the context of one another
is limited.

In this analysis, many genes are grouped into a single functional category and some
genes are even associated with multiple categories, making this a very coarse-grained
approach. The HWP1 example shows that only looking at the high-level categories does
not help gain an understanding of the key players involved, and may indeed lead to a
biased approach to analysis through selection of perceived biofilm-related genes. Hence,
this type of analysis is less suitable for pinpointing the most important factors in the
metabolic network that contribute to biofilm heterogeneity.

5.2.3 Network analysis identifies the significant changes

In order to obtain a more informative, accurate picture of the mechanisms involved in
C. albicans biofilm formation, we performed a computational analysis that takes into ac-
count the full network of C. albicans pathways present in the KEGG database. This ap-
proach is able to identify the most significantly differentially expressed parts in this full
network, and can be summarised in three main steps: i) constructing a global pathway
map of interacting genes, ii) assigning a positive or a negative numerical score to each
gene in the network, which reflects the significance of the gene’s differential expression,
and iii) applying a search algorithm on the score-annotated network for identifying the
maximum-scoring subnetwork. This subnetwork corresponds to the region in the global
network where the (interacting) genes with the most significant differential expression
are located.

To this end, we integrated 104 C. albicans-specific KEGG pathway maps that contain
the molecular interaction and reaction gene networks for functional categories, including
metabolism, genetic and environmental information processing and cellular processes
into a single, global C. albicans gene network (2960 genes). After removing the genes
that did not interact with any other genes from the network, the global network consisted
of 1721 nodes (genes) and 8197 undirected edges (gene interactions).

Taking the overlap between the genes that were expressed in both LBF and HBF sam-
ples with those in the global C. albicans network resulted in a final network of 859 genes
and 1997 gene interactions. Next, we used a strict P-value threshold of 10−10: genes in
the network with smaller P-values were assigned positive scores, while genes with larger
P-values were assigned negative scores (see Section 5.4.8). Correspondingly, we assigned
59 of 859 genes in the network positive (node) scores, while the rest of the genes attained
negative scores. The Heinz network search algorithm was applied on the network to cal-
culate the maximum-scoring subnetwork as described elsewhere (Dittrich et al., 2008).
The identified subnetwork consisted of 39 genes (Supp. Table), of which 20 were down-
and 19 were upregulated in the HBF (Fig. 5.2). The total number of pathways associated
with these genes was 41 (Table 5.2), among which (i) arginine and proline metabolism,
(ii) pyruvate metabolism and (iii) fatty acid metabolism were predominantly upregulated
in the HBF samples (Fig. 5.2). In contrast, purine metabolism and starch and sucrose
metabolism were mostly upregulated in the LBF samples (Fig. 5.2).
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Figure 5.2: The maximum-scoring subnetwork identified in the global C. albicans
metabolic network. The subnetwork corresponds to the region in the global metabolic
gene network where the most significantly differentially expressed genes between the
LBF and HBF are located. The colours red and blue with gene names denote the fold
change (upregulation in HBF and LBF, respectively). Different coloured lines indicate dif-
ferent metabolic pathways (labelled near each pathway). This computationally-identified
subnetwork suggests the aspartate aminotransferase (AAT1) to be a key player in biofilm
heterogeneity. Moreover, it highlights the importance of amino acid metabolic pathways.

5.2.4 Validation of RNA-Seq results

To validate the findings from our RNA-Seq analysis, we performed real-time quantitative
PCR (qPCR) on 9 additional HBF and LBF isolates for four genes, AAT1, ACC1, SAD1 and
XOG1, which are members of the key KEGG pathways that were found by our network
analysis (Fig. 5.3). Two of the selected genes, SAD1 and XOG1, involved in amino acid
and sugar metabolism, respectively, were significantly upregulated (P < 0.05) in the LBF.
AAT1 and ACC1, involved in amino acid and fatty acid metabolism, respectively, were
upregulated (P < 0.05) in the HBF. For all selected genes, qPCR results were in agreement
with the results from the RNA-seq analysis (Fig. 5.3): the expression levels of SAD1 and
XOG1 were found to be 3-fold (P < 0.001) and 2-fold (P < 0.05) upregulated in the LBF.
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Figure 5.3: Validation of RNA-seq data. Expression of selected genes (AAT1, ACC1, SAD1
and XOG1) was assessed by qPCR analysis of RNA isolated from 24 h biofilms of 9 HBF
and 9 LBF clinical isolates. Graphs show percentage expression of each gene compared
to the housekeeping gene ACT1. ∗P < 0.05, ∗∗P < 0.01, ∗∗∗P < 0.001.

Furthermore, both AAT1 and ACC1 were found to be significantly upregulated by 3-fold
in the HBF (P < 0.05 and P < 0.01, respectively).

5.2.5 AAT1 drives the biofilm phenotype

The maximum-scoring subnetwork identified by our bioinformatic workflow highlighted
an overall upregulation of genes in different amino acid metabolism pathways in the HBF,
therefore, these genes were investigated further. The gene AAT1, coding for aspartate
aminotransferase, which plays a central role in different amino acid metabolism path-
ways, was found to be significantly upregulated in the HBF (Fig. 5.2). The impact of inhi-
bition of the AAT enzyme activity by the aminoxy acetate (AOA) inhibitor on C. albicans
biofilm formation was then examined. At all tested concentrations, AOA had no toxic ef-
fect on C. albicans growth. Next, biofilm formation by the HBF (n= 10) in the presence of
different concentrations of AOA was assessed. There was significant reduction in biofilm
formation in the presence of AOA in a dose dependant manner (Fig. 5.4A), confirming an
apparent role of AAT in biofilm formation. Conversely, no significant reduction in biofilm
biomass was found with LBF isolates (n=5) in the presence of AOA (Supp. Fig. 3). Analy-
sis of the biofilm phenotype by scanning electron microscopy showed striking differences
with more yeast and pseudohyphal cells with AOA treatment compared to the filamentous
multidimensional architecture in untreated controls (Fig. 5.4B). This suggests that AAT
plays a role in modulating biofilm formation via regulating filamentation and morpho-
genesis in C. albicans. Furthermore, biochemical assessment of secreted AAT levels with
different clinical isolates confirmed that a significantly higher level of AAT was produced
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Pathway Score Genes
Arginine and proline metabolism 198.9823 CaO19.13487, AAT1, CBP1, AFP99, AFP98
Purine metabolism 132.1469 YND1, AMD1, CDC19, PRI1, DPB3, CaO19.14031
Starch and sucrose metabolism 110.8155 GLK3, MAL2, GSY1, TPS2, GDB1, CaO19.14031, XOG1
beta-Alanine metabolism 104.9783 CaO19.13487, CBP1, AMO2
Alanine, aspartate and glutamate metabolism 59.83122 ASP1, AAT1, AGX1, GFA1, URA2
Peroxisome 56.56852 FAA21, CaJ7_0483, AGX1
DNA replication 54.2462 PRI1, DPB3
Fatty acid degradation 54.03803 FAA21, CaJ7_0483, CaO19.13487, SAD1
Fatty acid biosynthesis 43.38386 FAA21, CaJ7_0483, ACC1, FAS1
Tyrosine metabolism 42.3465 AAT1, SAD1, AMO2
Phenylalanine metabolism 39.59607 AAT1, AMO2
Phenylalanine, tyrosine and tryptophan biosynthesis 36.1654 AAT1
Cysteine and methionine metabolism 28.13576 AAT1, MDH2
Amino sugar and nucleotide sugar metabolism 24.9472 GLK3, GFA1, CaO19.14031
Pyrimidine metabolism 23.8103 YND1, PRI1, DPB3, URA2
Glycerophospholipid metabolism 21.70483 PSD1, CHO1, OPI3, CRD1, CaO19.12881
Pentose phosphate pathway 20.34725 RKI1, PFK2, CaO19.14031
Cyanoamino acid metabolism 12.2906 ASP1
Nucleotide excision repair 11.9899 DPB3
Base excision repair 11.9899 DPB3
RNA degradation 2.67299 PFK2
Fructose and mannose metabolism −2.79647 GLK3, PFK2
Glycerolipid metabolism −5.29207 CaO19.13487, CaO19.12881, TGL2
Citrate cycle (TCA cycle) −8.02964 MDH2
Ether lipid metabolism −8.28607 CaO19.12881
Steroid biosynthesis −8.28607 CaO19.12881
Arachidonic acid metabolism −8.28607 CaO19.12881
alpha-Linolenic acid metabolism −8.28607 CaO19.12881
Glycine, serine and threonine metabolism −9.61059 CHO1, AGX1, AMO2
Propanoate metabolism −15.0766 ACS1, ACC1
Pentose and glucuronate interconversions −15.1134 CaO19.13487
Valine, leucine and isoleucine degradation −15.1134 CaO19.13487
Ascorbate and aldarate metabolism −15.1134 CaO19.13487
Histidine metabolism −15.1134 CaO19.13487
Lysine degradation −15.1134 CaO19.13487
Tryptophan metabolism −15.1134 CaO19.13487
Methane metabolism −16.4076 ACS1, AGX1, PFK2
Galactose metabolism −24.6707 GLK3, MAL2, PFK2, CaO19.14031
Glyoxylate and dicarboxylate metabolism −32.8304 MDH2, AGX1, MLS1
Glycolysis / Gluconeogenesis −36.1765 GLK3, ACS1, CaO19.13487, CDC19, SAD1, PFK2,

CaO19.14031
Pyruvate metabolism −59.867 ACS1, CaO19.13487, ACC1, CDC19, MDH2, MAE1, MLS1

Table 5.2: KEGG pathways that are associated with the genes in the maximum-scoring
subnetwork. The cumulative score is the sum of the scores of genes in the pathway that
were found in the maximum-scoring sub network.

by HBF compared to LBF biofilms (Fig. 5.5).

5.3 Discussion

Understanding the molecular mechanisms involved in the phenotypic differences between
C. albicans clinical isolates is an important avenue of investigation for developing and im-
proving clinical management strategies, both in terms of antifungal therapy and the de-
velopment of new diagnostic strategies. We previously reported that C. albicans biofilm
heterogeneity is an important clinical entity (Rajendran et al., 2016), and that extra-
cellular DNA (eDNA) release contributes to biofilm-associated antifungal resistance (Ra-
jendran et al., 2014). However, this somewhat targeted investigation fails to take into
account the global factors driving these paradoxical phenotypes that we observe clini-
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Figure 5.4: Inhibition of AAT activity reduces biofilm formation. C. albicans biofilms
(n = 6) were formed in the presence of serially diluted AOA (Aminoxy acetate [AAT
inhibitor]), concentration range from 0 to 400 mg l−1. After 24 h incubation, biofilm
biomass was assessed by crystal violet (CV) assay. (A) Graph shows CV absorbance.
∗P < 0.05, ∗∗P < 0.01. (B) Biofilms grown on thermonox coverslips in the presence or
absence of 400 mg l−1 of AOA were fixed and processed for scanning electron microscope
imaging. Micrographs show the biofilm phenotype at 1000x and 3000x magnification.
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Figure 5.5: Biochemical validation of AAT enzyme activity levels in HBF and LBF isolates.
Levels of the AAT enzyme activity in 24 h grown HBF (n = 5) and LBF (n = 5) biofilms
were assessed using a colorimetric assay. The bar graph shows AAT activity standardised
to biofilm biomass. ∗P < 0.05.

cally. Here, we identified the differential expression of several metabolic pathways that
potentially contribute to C. albicans biofilm heterogeneity. This study is the first to use an
integrated KEGG pathway analysis to reveal biologically important pathways in C. albi-
cans, which has highlighted the importance of aspartate amino transferase in C. albicans
biofilm development, and identified its potential as a therapeutic target for improving
clinical management.

In order to avoid this limitation and focus on novel, promising, targets for improving
the management of biofilm-based infections, we conducted an advanced network-based
analysis. Using this approach, we found various amino acids, pyruvate and fatty acid
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metabolism pathways to be central pathways upregulated in the HBF. The increased in-
tracellular level of pyruvate, pentoses and amino acids in early biofilm phase contributes
to increased biomass in maturation phase (Yeater et al., 2007). Fatty acids have diverse
functions in the cells as they are important constituents of lipids, plays a role in energy
storage, integrity and dynamics of cell membrane and adhesion to host cells (Schweizer
and Hofmann, 2004). Conversely, purine, starch and sucrose metabolic pathways were
predominantly expressed in LBF.

Various amino acid pathways, including arginine, proline, purine, alanine, aspartate
and glutamate metabolisms were shown to be considerably upregulated in the HBF. The
exact regulatory mechanism behind this amino acid metabolism is not yet clear. It is
known that amino acid starvation activates the general amino acid control (GCN) re-
sponse, and that GCN4-regulated amino acid metabolism is required for normal biofilm
formation by C. albicans (Garcia-Sanchez et al., 2004). In response to amino acid starva-
tion, GCN4 regulates a number of genes, which in turn activates amino acid biosynthesis
and morphogenesis in C. albicans and Saccharomyces cerevisiae (Tripathi et al., 2002). In-
terestingly, the AAT1 gene that encodes aspartate aminotransferase, was found to be a
key member of different amino acid pathways that were upregulated in the HBF. AAT1
was shown to be a soluble protein in hyphae, and knocking out the AAT1 gene does not
impact C. albicans viability (Hernandez et al., 2004; Xu et al., 2007). The mechanism of
activation of AAT1 and its role in biofilm formation is not yet clear to us, but we hypoth-
esise that this acts downstream of the GCN4 pathway. Our data suggests that it may have
residual morphological effects, as also reported for GCN4 (Tripathi et al., 2002), and this
may interfere with biofilm stability as a result. However, further mechanistic studies are
required to confirm this. Nevertheless, pharmacological inhibition of AAT was shown to
significantly reduce the C. albicans biofilm biomass, confirming its apparent role in biofilm
formation and its potential as an antifungal target. Our biochemical assay showed a sig-
nificantly higher AAT level (P < 0.05) among HBF isolates compared to LBF, suggesting
that AAT has the potential to be used diagnostically to differentiate the two phenotypes.

Collectively, using an integrated approach to analyse clinically important C. albicans
isolates, we were able to link various metabolic pathways to defined biofilm phenotypes.
A dedicated computational approach allowed us to dissect high-dimensional RNA-Seq
output and to recover the essential pathway biology. The genes that were identified to
be the key components were subsequently confirmed (AAT1, ACC1, SAD1 and XOG1) and
validated (AAT1) in in vitro experiments. AAT1 and ACC1 were found to be upregulated in
HBF and SAD1 and XOG1 were upregulated in LBF. Previous studies have investigated the
role of some of these genes in biofilm formation. For example, the XOG1 gene was shown
to have no impact on cell wall glucan content of biofilm cells, nor it was necessary for
filamentation or biofilm formation (Taff et al., 2012), which is in agreement with our data.
ACC1 encodes acetyl-coenzyme-A carboxylases, which have been shown to be upregulated
in biofilm cells. Its transcription may indirectly depend on oxygen availability, but also
on the availability of inositol in S. cerevisiae (Zara et al., 2012).

Our ultimate aim from these studies and moving forward is to identify a potential
target for biofilm diagnostics and antifungal development. Here, we highlighted the im-
portance of amino acid metabolism in the HBF. The key enzyme of this metabolism, AAT,
was also shown to be a potential target for the management of biofilm-based infections.
Future integrated omics approaches will support these investigations.
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5.4 Materials and Methods

5.4.1 Culture conditions and standardisation

This study utilised Candida albicans strain SC5314 and a series of routine patient
anonymised clinical bloodstream isolates (n = 30) collected under the approval of the
NHS Scotland Caldicott Gaurdians, as part of candidaemia epidemiology surveillance
study (Rajendran et al., 2016; Sherry et al., 2014). C. albicans clinical bloodstream iso-
lates previously identified to have high biofilm formation (HBF, n = 15) and low biofilm
formation (LBF, n= 15) were used throughout this study (Rajendran et al., 2016; Sherry
et al., 2014). Isolates were stored in Microbank® vials (Pro-Lab Diagnostics, Cheshire,
UK) at −80 ◦C until sub-cultured onto Sabouraud’s dextrose agar (SAB [Sigma-Aldrich,
Dorset, UK]). Plates were incubated at 30 ◦C for 48 h and maintained at 4 ◦C. Isolates
were propagated in yeast peptone dextrose (YPD) medium (Sigma-Aldrich, Dorset, UK),
washed by centrifugation and re-suspended in RPMI-1640 (Sigma-Aldrich, Dorset, UK)
to 1× 10−6 cells/mL, as described previously (Ramage et al., 2001). Biofilms were grown
in polystyrene plates or 75 cm2 tissue culture flasks in RPMI for 24 h at 37 ◦C.

5.4.2 RNA extraction and sequencing

Following incubation, biofilms were washed with PBS before a cell scraper was used to
dislodge the biomass, which was homogenised using a bead beater, and RNA extracted
using the TRIzol™ (Life Technologies, Paisley, UK) method as described previously (Ram-
age et al., 2002). Total RNA was DNase (Qiagen, Crawley, UK) treated and purified using
an RNeasy MiniElute clean up kit (Qiagen, Crawley, UK), as per manufacturer’s instruc-
tions. RNA was quantified and quality assessed using a NanoDrop spectrophotometer
(ND-1000, ThermoScientific, Loughborough, UK). The integrity of the RNA was assessed
using an agarose gel to visualise the two distinct rRNA bands. Each isolate was grown in
triplicate and a minimum of 10µg of total RNA was submitted for each sample and sent
for sequencing to The GenePool (Edinburgh, UK). RNA integrity was assessed using a Bio-
analyzer where an RIN value > 7.0 was deemed acceptable for RNA-Seq using Illumina
50 base pair sequencing.

5.4.3 Pre-processing of RNA-Seq data

The reads that had an overlap of at least 8 bp with the adapter sequence (Illumina
TruSeq v3 i7) were filtered out using cutadapt v1.7.1 with default parameters (Martin,
2011). Quality-trimming on the remaining reads was done using sickle v1.31 (available
at https://github.com/najoshi/sickle) with an average quality score of 15 over a 5-bp
sliding window. Reads that were trimmed by sickle to a length shorter than 30 bp were
discarded. Subsequently, reads originating from non-coding RNAs were filtered out using
sortMeRNA v1.99-beta (Kopylova et al., 2012) with default parameters and databases.

5.4.4 Candida albicans genome and its annotation

The diploid genome sequence of Candida albicans SC5314 (assembly 22) was downloaded
(February 2015) from the Candida Genome Database (Inglis et al., 2012) and was con-

https://github.com/najoshi/sickle
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verted to a haploid genome by discarding one of the chromosomes in each homologous
chromosome pair. This haploid reference was annotated using the C. albicans genes in
the KEGG database (Kanehisa and Goto, 2000). First, the nucleotide sequences of 14 661
C. albicans SC5314 genes in the KEGG database were clustered at 85% sequence iden-
tity using the USEARCH (Edgar, 2010) algorithm (-cluster_fast option). The resulting
7281 non-homologous genes were mapped to the haploid C. albicans genome using the
UBLAST algorithm (E-value 10−6, query coverage 0.95) to annotate the RNA-coding re-
gions in the genome in the form of a GTF file using in-house scripts. Subsequently, STAR
RNA-Seq aligner (Dobin et al., 2013) was used to generate index files for the haploid
genome using the GTF annotations. The pre-processed reads were then aligned to the
indexed genome using the STAR RNA-Seq aligner with default parameters.

5.4.5 Differential expression analysis

Following mapping, for each sample, the number of reads that were unambiguously
mapped to a gene was estimated by parsing the STAR RNA-Seq alignment output by HT-
Seq (Anders et al., 2015) v.0.6.1 (default parameters). Next, an unpaired differential
expression analysis (LBF vs HBF) using DESeq2 v1.6.1 (Love et al., 2014) was performed
with default settings as described in the package vignette. Briefly, the package normalizes
read counts to account for different library sizes and uses negative binomial generalized
linear models to determine a conservative set of genes that are differentially expressed
across experimental conditions.

5.4.6 Functional annotation

We determined the Gene Ontology (Harris et al., 2004) functional processes of signifi-
cantly upregulated genes that showed a minimum 2-fold increase in their expression in
the HBF and LBF. To do so, the list of genes were used as input for the GO Slim Mapper
tool of the Candida Genome Database (Inglis et al., 2012) with the pre-selection of the
following processes: biofilm formation, cell adhesion, cell budding, cell wall organiza-
tion, cellular homeostasis, filamentous growth, hyphal growth, interspecies interaction
between organisms, pathogenesis, pseudohyphal growth, response to chemical, response
to drug, response to stress, signal transduction and transport.

5.4.7 C. albicans gene network

The KEGG pathway maps of C. albicans SC5314 were used to create a global functional
interaction network of C. albicans genes. To this end, gene relations defined in the individ-
ual pathways, such as acting on the same substrate, were used to derive the interactions
between genes, which were then merged into a single network. The global gene network
for the HBF-LBF comparison was then obtained by taking the intersection of genes in the
global C. albicans network and those genes that were tested for differential expression,
followed by the removal of non-interacting genes.
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5.4.8 Identifying the key metabolic subnetwork

Following the works of Dittrich et al. (2008) and May et al. (2016), the computational
analysis presented here aims at identifying the set of connected (i.e. interacting) C. albi-
cans genes with the most significant deregulation across the LBF and HBF groups. In other
words, the result is a subnetwork within the global C. albicans network, which contains the
connected genes of most significant fold changes. This requires (i) the annotation of genes
(nodes) in the global network with positive and negative numerical scores that reflect the
significance of the difference in expression across conditions, followed by (ii) the applica-
tion of a network search algorithm that can identify the maximum-scoring region in the
network. In order to perform these steps, first, we used the BioNet R package (Beisser
et al., 2010) to fit a statistical model to the P-value distribution of fold changes (see
Supp. Fig., for details, see (Pounds and Morris, 2003)). Next, a false-discovery rate of
10−9 was used to determine a P-value threshold (10−10), according to which, the statis-
tical model was used to calculate positive and negative weights for genes with P-values
smaller and larger than the threshold, respectively. Once the genes (nodes) in the net-
work were annotated with such numerical scores, the Heinz algorithm (Dittrich et al.,
2008) was used to calculate the maximum-scoring subnetwork that delineated the most
significantly deregulated region in the larger network. The subnetwork was visualised
using the Cytoscape (Shannon et al., 2003) plugin eXamine (Dinkla et al., 2014).

5.4.9 Validation of the RNA-Seq analysis

C. albicans clinical isolates exhibiting LBF (n = 9) and HBF (n = 9) were selected for
the analysis of genes related to biofilm formation. Biofilms were grown and RNA was ex-
tracted as described elsewhere (Sherry et al., 2014). Next, cDNA was synthesised using
High Capacity RNA to cDNA kit (Life Technologies, Paisley, UK) in a MyCycler PCR ma-
chine (Bio-Rad Laboratories, Hertfordshire, UK), following manufacturer’s instructions.
The primers for the four selected genes from the KEGG pathway analysis are listed in
Table 5.3. Cycle conditions consisted of 2 min at 50 ◦C, 10 min at 95 ◦C and forty cycles
of 15 s at 95 ◦C and 60 s at 60 ◦C. All qPCR assays were performed in duplicate using
MxProP Quantitative PCR machine and MxProP 3000 software (Stratagene, Amsterdam,
Netherlands) and controls consisted of reactions in which reverse transcriptase template
were absent. Gene expression was calculated using the ∆Ct method where the genes of
interest were normalised to the housekeeping gene ACT1.

Gene Direction Primer sequence (5′→ 3′)
AAT1 Forward CATTGGCTCCACCAGACAAG

Reverse TCTCTATAAGCACCAACCCCC
SAD1 Forward AGGTCTAGGTGCAACTTCGC

Reverse CAGGGTACCCCAGAATGAGC
XOG1 Forward CCAAGTGTTTTCCGGTGGTG

Reverse TCCCAACCCCAGTTACAAGC
ACC1 Forward TGGAGATTAAGAGTTACTGGTGC

Reverse GATAGCACGCAATGGGAACG

Table 5.3: Real-time PCR primers used in this study.
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5.4.10 Validation of aminotransferase activity

Aspartate amino transferase enzyme activity was measured using a commercial assay kit
(Sigma, Dorset, UK), by following the manufacturer’s instructions. To assess the impact
of AAT inhibition on C. albicans biofilm formation, we used an inhibitor called aminoxyac-
etate (AOA, Sigma, Dorset, UK). C. albicans clinical isolates (n= 10) were grown for 24 h
in the presence of serially diluted concentration of AOA (ranging from 0 to 400 mg l−1 in
RPMI at 37 ◦C, with an untreated control included on each plate for comparison. After
incubation, the biofilms were washed in PBS and their biomasses were quantified us-
ing a crystal violet technique previously described by our group (Rajendran et al., 2016).
Growth curve analysis was also performed for isolates grown in the presence of AOA (100
and 400 mg l−1) by measuring absorbance at a wavelength of 530 nm for 24 h in YPD and
RPMI media. No significant change in endpoint growth levels were found in the presence
of AOA at any tested concentrations, though a slight delay in growth rate in RPMI (data
not shown).

5.4.11 Scanning electron microscopy

C. albicans type strain SC5314 was grown directly onto Thermanox™coverslips (Nunc,
Roskilde, Denmark) for 24 h in the presence and absence of AOA (400 mg l−1). After in-
cubation period, biofilms were carefully washed with PBS and processed for SEM as previ-
ously described (Erlandsen et al., 2004). Briefly, samples were fixed in 2% paraformalde-
hyde, 2% glutaraldehyde, and 0.15% [wt/vol] alcian blue in 0.15 M sodium cacodylate
(pH 7.4). The biofilms were sputter coated with gold and viewed under a JEOL JSM-6400
scanning electron microscope.
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Summary

In October 2008, the cost of sequencing a bacterial genome of typical length declined to
$900, which was 105 times lower than the previous year’s seriously prohibitive $95 000.
The reason was the arrival of a new DNA sequencing technology, one of the first among
the many that followed and defined the upcoming period of DNA sequencing as the era
of the next-generation sequencing (NGS).

The low cost and massive throughput of NGS techniques have revolutionised many
fields of genome research. One of these fields is metagenomics, the study of the biodi-
versity, composition, and functional capacity of environmental microbial communities by
genome sequencing and analysis. From a biomedical perspective, the most interesting of
these communities is the human microbiome, the collection of microbial species that live
on and inside our bodies. Revealed by metagenomics, the vast number of these microbes
and their remarkable functional repertoire, as well as their relationship with our health,
have put a spotlight on the human microbiome like a newly discovered organ. This thesis
is a compilation of computational studies, where the common objective is to improve the
analyses of the metagenomic data obtained from our microbiome, in order to make better
sense of it.

Briefly, most of the computational work presented here deals with the two most pop-
ular questions in metagenomics and microbiome research: “what species are there?” and
“what are they doing?”. Regarding the first question, in Chapter 2, we show that the bio-
diversity and composition estimates in metagenomic studies are improved by optimising
the choice of computational methods used via elaborate computer simulations of metage-
nomic sequencing data. This is followed by Chapter 3, where we present NGS-eval; our
tool for getting the most important parameter in our simulations right: the sequencing
error rate. NGS-eval can be considered a data quality checker since it determines the
sequencing error rate in a certain class of NGS datasets. In addition, it detects novel
sequence variants, which are microbial genomic sequences that are absent in databases.

In Chapter 4, we change our focus to the “what are they doing?” question. Here,
we look closely at two comparative metatranscriptomic datasets. These are NGS datasets
of microbial genes, which were not only present but also active in the oral microbiomes
of individuals with either good oral health or oral disease. Based on this data, in the
same chapter we describe a novel computational framework called metaModules. This
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framework facilitates identifying subnetworks of significantly differentially active, as well
as interacting microbial functions that potentially mediate microbiome-related diseases.
Finally, in Chapter 5 we present the application of a single-species flavour of metaModules
on comparative transcriptomic datasets of either low or high biofilm forming Candida
albicans isolates. We show that the subnetwork of interacting C. albicans genes identified
by our method accurately highlights a target for the disruption of molecular mechanisms
that are associated with high mortality.
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